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Abstract. Openenvironmentsare characterizedy their uncertaintyand non-determinismAgentsneedto adapttheir task pro-
cessingto available resourcesdeadlinesthe goal criteria speci ed by the clientsaswell their currentproblemsolving context
in orderto survive in theseervironments.If therewereno resourceconstraintsthenan optimal Markov DecisionProcesdased
policy would obviously be the bestway for complex problemsolving agentsto make schedulingdecisions.However in mary
agentsystemstheseschedulingdecisionshave to be madeon-line or in soft real-time,makingthe off-line policy computationally
infeasiblein openervironmentsThehybrid planner/schedularsedto control TEMSagentds the Design-to-CriterigDTC) agent
schedulerDesign-to-Criterisschedulings the soft real-timeprocesof custombuilding a plan/scheduléo meetanagents current
objectiveswhich are expressedasdynamicgoal criteria (including real-timedeadlines)usingtaskmodelsthat describealternate
waysto achiere tasksandsubtasksRecentadwancesn Design-to-Criteriacontrolincludethe additionof uncertaintyto the TAEMS
computationataskmodelsanalyzedy the scheduleandthe incorporationof uncertaintyin the schedulingprocessAs we shaw,
theuseof uncertaintyin TAEMS andDesign-to-Criterizenablesagentso male bettercontroldecisionsn uncertainervironments.
Design-to-Criteriausesa heuristicapproactfor on-line schedulingof mediumgranularitytasks.It approximateshe analysisused
to generatean optimal policy by heuristicallyreasoningaboutthe implicationsof uncertaintyin taskexecution.The addition of
uncertaintyhasalsospavned a post-schedulingontingeng analysisstepfor situationsin which an agentmustproducea result
by a given deadline(deadlinecritical situations)andwherethe addedcomputationaktostis worth the expense We describethe
uncertaintyrepresentatiom TZAEMSandhow it improvestaskmodelsandthe schedulingprocessandprovide empiricalexamples
of reasoningaboutuncertaintyin action.We alsoevaluatethe performancef our heuristic-basedpproacho agentcontrolusing
the performancef the policy generatedby anoptimal controllerasthebenchmark.

1. Intr oduction

It is paramounffor agent-basedystemgo adaptto the dynamicsof openenvironments.Agentsneedto
adapttheirtaskprocessingo availableresourcesjeadlinesthe goalcriteriaspeci ed by the humanclients
or otherinternalagentcontrolcomponentaiswell their currentproblemsolvingcontext in orderto operate
effectively in theseernvironmentsThey alsoneedto take into consideratiorthe uncertaintyinherentin task
processingvhendecidingwhich tasksto executeandin whatorder An agentin this caseis intelligentor a
comple problemsolverthatexplicitly representandreasongboutits plans,actionsandhow its tasks/plans
interactwith thoseof otheragentsin orderto adaptits processingandrespondo changepperatingeffec-
tively in theseervironments,suchan agentneedsa complex control problemsolving componente.g.,a
planner/scheduleto decidewhatthe agentshoulddo, andwhen. The control problemsolving processs
exponentialfor complex agentsand complicatedby the existenceof task interactions(primitive actions
may not beindependentandby the existenceof globalandindividual constraintson the primitive actions
(individual deadlinesgostlimits, earlieststarttimes,andquality requirements).
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If therewereno resourceconstraintsthenanoptimalcontrolpolicy would obviously be the bestway to
make thesecontrol/schedulinglecisionsfor complex agentsWe cancomputethis optimal policy by for-
malizingthe controlproblemasaMarkov DecisionProcesgMDP), aframewvork widely usedfor stochastic
planningin arti cial intelligence|7, 2, 43, 8]. A stochastiplanningproblemincludesoperatorgor actions)
that transforma stateinto one of several possiblesuccessostateswith eachpossiblestatetransitionoc-
curring with someprobability A solutionis usually castin the form of a mappingfrom statesto actions
calleda policy. A policy is executedby observingthe currentstateandtaking the actionprescribedor it.
Computingthe optimal policy is an exponentialproblemandwould involve off-line analysisHowever in
our researchwith deplosed multi-agentsystemsthesecontrol/schedulig decisionshave to be madewith
respecto the currentsetof goalsandtheir associate@bjective functionsandresourceconstraintsThis, in
combinationwith a dynamic,openernvironmentwhereagentsmay enteror leave the system uncertaintyis
high, andinformationincompleteor approximatethe off-line productionof an optimal policy via MDP is
computationallyinfeasible.

In thispaperwe presenextensiongo TAEMS[10, 29] agentghatadduncertaintyto boththe TAEMStask
modelingframewvork andtheassociate®esign-to-Criterig DTC) [36, 47, 51] technologythathandlexon-
trol in TAEMSagentsWe describenow uncertaintyis usedandidentify how we leveragetherepresentation
of uncertaintyin agentcontrol. We thendevelop a secondarycontingeng analysisstepfor agentssituated
in time and missioncritical environmentsand benchmarkthe contingeng analysisstepagainst(optimal)
MDPsto assesperformancendcomputationatrade-ofs.

The centralproblemsolving artifact of this work is the Design-to-CriterisschedulerDTC is a heuristic
approacHor on-lineplanning/scheding of mediumgranularitytasks. TheDTC schedulingoroblemdiffers
from moretraditionalschedulingproblemsin that DTC decideswhich tasksto performaswell aswhento
performthemwherethis decisionprocesss baseddn resourceavailability, theagents goalsandobjecties,
and other constraintdike interactionsbetweentasksand task deadlines/earliestattimes. As implied,
DTC's function is to handlethe control decisionmaking for comple problemsolving agentsand more
speci cally, for comple problemsolvingagentghatreasorabouttheworld usingthe TAEMStaskmodeling
framawork.

Examplesof suchTAMS agentsinclude the BIG information gatheringagent[30, 31] which plans,
gathersandprocessemformationto construcproductmodels Otherexamplesncludetheintelligenthome
(IHome)agentg27], TEMS agentsor dynamicsupplychainmanagemen9], agentdor aircraftrepair
teamcoordination[48], agentdor distributed sensomanagemen22], andagentdor distributed hospital
patientscheduling9]. In all of theseprobleminstancesthe TAEMS agentsare controlledby the Design-
to-CriteriaschedulerThe scheduleis alsothe underlyingcontrolcomponentn a variety of TAEMS agent
researctprojectsincluding GPGP(generalizegartial global planning)coordination[28], agentdiagnosis
[20], the SRTA (softreal-timeagentarchitecture]21, 45], andwork in multi-level negotiationin software
agents[54], amongothers.In all casesDTC's function is to reasonaboutthe agents problemsolving
optionsandto decideon a courseof actionfor theagentbasedn theutility of differentactionsthe agents
temporalandresourceconstraintsandthe agents objectie function.

A prototypical TAEMS agentarchitectures shavn in Figure 1. In the prototypicalarchitecture DTC
recevesdomainmodels(translatednto TAEMS)from adomainproblemsolvingcomponentThesemodels
typically identify the agentS candidateasksandtheir characteristicsaswell asresourceconstraintsand
temporalconstraints. DTC also receves from either the domain problem solver or a humanproviding
directionto the agenta descriptionof the agents objectve function, e.g.,is it in a hurry, is it trying to
maximizequality, is it trying to reduceuncertainty etc. Fromthe GPGPor coordinationcomponentpTC
will receve what-if questionsaaswell asconstraintso considemwhendecidingon controlfor theagentsuch
ascommitmentgnadeto otheragentdo performsometask(possiblyby sometime or notbeforesometime)
andcommitmentgeceved from otheragentqdealsthey have madeto provide serviceto the local agent).

atex;  5/11/2003; 13:43; p.2



Produces
Design-to-Criteria Schedule Useg Problem Solver

Scheduler R SR Exchange
eschedyle Execution Subsystem Domain
RGQUespS 1 Information
i |
I~ Execution Monitor <<{ —|- - - - - - =
[

Task Structure Key:
and Problem Solver
123 . L i
% % Client Goal Criteria State Information
w
Exchange
& Short-term / Data Flow
Meta-level
Non-Local Undates GPGP Information
Commitment a Coordination <- - - - - - - - - - —— - - - —————— /- ——— - - =

DB Module c
@
]
\ »
Agents Organizational
Belief DB Knowledge

Figure 1. PrototypicalT £ EMS AgentArchitecture

sasn
sarepdn

Thetemporalandresourceconstraintof thesecommitmentsarefactoredinto DTC's planning/schedulp
processalongwith the value obtainedby thesecommitmentsWhen organizationalevel control is intro-
duced,the organizationalmodule,e.g.,the module[52], may interactwith the scheduledirectly or
indirectly by modulatingthe TAEMS taskstructuresThis holdstruefor otherwork aswell, e.g.,diagnosis.
In generalpthersophisticatedomponentaffecttheagents courseof actionby modulatingor changinghe
TAMStaskmodelsthatdescribeéheagents options(includingtemporal/resourceonsiderations;hanging
the agents goal criteria or objectve function, and/orby interactvely driving the schedulerto explore a
solution spaceand then committing to a solution throughthe goal criteria or the task models.Changes
suchasthesearethenrecognizedy the scheduleandreasonedboutwhene&er othercontroldecisionsare
madeor whenthe agents situationchangesresultingin nev domainproblemsolving options.In general,
otherreasoningontrolcomponentsypically treatDTC asa decisionmakingoracle.For instancein GPGP
coordinationDTC'sfunctionisto tell the GPGPcoordinatiommoduletheimplicationsof supportinganother
agentsrequesby identifyingthechangen localutility andtheimpactonlocal goalsandobjectivesof doing
work for the otheragent.In TEEMS agentsDTC is the heartof the sophisticatedtontrolandgenerallythe
underlyingTAEMS analysisexpert.

To properly placethe discussion DTC's function is to read-inthe agents problemsolving options,
its variousconstraint§commitmentsr dealsmadewith otheragentstime deadlinesgtc.)andto emita
scheduldor theagent.The schedulede neswhich tasksareto be performedwhen,in whatorder andso
forth. Thisenablesheagento coordinatets actvitieswith otheragentsto meetreal-timedeadlinesto meet
its goalsandobjectives,andto meetresourcdimitations. Becausel ££MS agentgypically operateonline
in dynamicervironments,unpredictedchangeis a commonoccurrenceWhen the situationchangesthe
agentrespondsy reschedulindrecall, DTC alsohandlegaskselectionsothis is rescheduling/rephring)
andaskingDTC to evaluatethe currentsituation,the agents currentoptions,its time/resource&onstraints,
the dealsmadewith other agents,etc., andto decideon a new courseof action for the agent.DTC is
what optimizesthe actiities of individual TAEMS agentsso thatthey canadaptto changeand meettheir
objectives.
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DTC is heuristic— it approximateshe analysisusedto generaten optimalMDP policy by heuristically
reasoningaboutthe implicationsof uncertaintyin task executionusing a lessgeneralbut more compact
representatioof an MDP for representingpossibletask orderings.This heuristicapproachis a domain-
independensoft real-timeprocessof nding an executionpaththrougha hierarchicaltask network such
thattheresultantschedulameetscertaindesigncriteria, suchasreal-timedeadlinescostlimits, andquality
preferencesTo underscorean importantissue— sinceDTC is usedonline the schedulingprocesstself
mustbe fastenoughfor online use.Castingthe languagento an action-selectingexjuercing problem,the
procesds to selecta subsebf primitive actionsfrom a setof the agents candidateactions,andsequence
them, sothatthe endresultis an end-to-endscheduleof an agents actities that meetssituationspeci ¢
designcriteria. In this model,whenthe actionperformanceas not asexpected the scheduleiis reirvoked
andit reschedule® orderto nd themostappropriatesequencéo completethe currentgoals.Thisis how
agentgespondo both changein the ervironmentandtask performancaincertainty The combinatoricof
the schedulingproblemarecontrolledthroughthe useof approximationsatis cing, goal-directegoroblem
solving,andheuristicsfor actionordering,asdiscussedn [47]. We returnto the issueof combinatoricdgn
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Figure 2. Simpli ed Subsebf aninformationGatheringTaskStructurefor the BIG Agent

Fromaschedulingperspectie, the Design-to-Criteriaschedulingoroblemis framedin termsof aTAMS
tasknetwork, whichimposesstructureon theagents primitive actionsandde neshow they arerelated.The
mostnotablefeaturesof TAEMS areits domainindependenceahe explicit modelingof alternatve waysto
performtasks,the explicit andquanti ed modelingof interactionshetweertasks,andthe characterization
of primitive actionsin termsof quality; cost,andduration.We describeT £AMSin greaterdetailin Section2
andin Section3 we discusshow schedulinga TEMS network canbe mappednto a nite-horizon Markov
DecisionProcessHowever, to groundfurtherdiscussiorconsiderthe TAEMS taskstructureshavn in Fig-
ure 2. Thetaskstructureis a conceptualsimpli ed sub-graphof a taskstructureemittedby the BIG [30]
informationgatheringagent;it describes portionof theinformationgatheringorocessThetop-level taskis
to constructproductmodelsof retail PC systemslt hastwo subtasksGet-Basicand GatherReviews, both
of whicharedecomposeihto primitive actions calledmethodsthataredescribedn termsof theirexpected
quality, cost,andduration.TheenablesarcbetweenGet-Basicand Gatheris anon-local-efiect (nle) or task
interactionjt modelghefactthatthereview gatheringnethodsieedhenamesf productdn orderto gather
reviews for them.Get-Basidhastwo methodsjoinedundertheq_sum()quality-accumulatiofiunction (qaf),
which de nes how performingthe subtaskselateto performingthe parenttask.In this case eithermethod
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or bothmaybeemplo/edto achiere Get-BasicThesames truefor GatherReviews. Theqaffor Build-PC-
Product-Objectss a g_seqlast()whichindicateshatthetwo subtasksnustbeperformedjn order andthat
theresultaniquality of the lastsubtasks the quality of the parenttask;thustherearenine alternatve ways
to achieve thetop-level goalfor theagentin this particularsub-structure.

ScheduleA Schedule B Schedule C

| PC-Connection | Consumers-Reporis | PC-Connection | ZDnet | Consumers—Repor}s | PC-Connection | ZDnet |
Expected Quality: 22.50 Expected Quality: 40.50 Expected Quality: 18.00
Expected Cost: 2.00 Expected Cost: 2.00 Expected Cost: 0.00
Expected Finisfime: 4.70 Expected FinisfTime: 8.80 Expected Finisflime: 5.60

Figure 3. DifferentAgentSchedule$roducedor DifferentCircumstancefDesignCriteria)

Threedifferentoptimalschedule$or achieving thetop-level goalof thetaskstructure producedor three
differentsetsof designcriteria, areshavn in Figure 3. ScheduleA is constructedor an agentthat needs
a high quality solution,requiresthe solutionin six minutesor less,andwho hasa client thatis willing to
payfor it. ScheduleB is constructedo suitthe needsof anagentwho hasplenty of time, is willing to wait
for a high quality solution,andwhoseclientis willing to payfor it. ScheduleC is constructedor anagent
who hasneithertime nor nancial resourcesEventhis simpleexampleillustratesthe notion of quanti ed
choicein TEMSandhow the Design-to-Criterianethodologyteverageshe quanti cationto build different
scheduledor differentcontets. However, this examplealsoillustratesa weaknessn TAEMS aspresented
in Figure2 — a weaknesshatis carriedforwardto the schedulingprocessand consequentlyo the agents
schedulesTheinitial designof TAEMSincludedonly expectedvaluemodelingof primitive actionsandtask
interactionsSubsequentjywe have cometo understandhe strengthof explicit modelingof uncertaintyand
the implicationsof thesenenv modelsto the Design-to-CriterisschedulingorocessNote thatin this case,
becausehe performanceharacteristicef TAEMS methodexecutionsaredeterministicthe optimal policy
producedby anMDP for thetasknetwork is alsoa simplelinearschedule.
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Figure 4. Simpli ed Subsebf aninformationGatheringTaskStructurefor the BIG Agent

Representingndreasoningaboutuncertaintyof taskexecutionbehaior is oneof thekeysto scheduling
agentactities, modeledas computationaktructureswhen quality requirementsandtime and costcon-
straintsarepresentAdditionally, with theinclusionof uncertaintymodelingandpropagatiorit is clearthat
therearemary differentdimensionsaandaspectf utility thatcanbe usedto evaluatethe appropriateness
of agentschedulesConsiderthe taskof gatheringinformationvia the highly uncertainWWW to support
a decision.Certainagentclientsmay prefera risky informationgatheringplan thathasa potentially high
pay-of in termsof informationgatheredput alsohasa high probability of failure. Other morerisk averse
clients might preferthat the agenttake a courseof actionthatresultsin a lower pay-of in exchangefor
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more certaintyaboutthe pay-of anda lower probability of failure. Integratingnotionsof uncertaintyin to
the schedulesvaluationprocesss oneaspecbf thiswork.

Prior to delving into an intellectualdiscussiorof the role of uncertainty considerthe simpli ed task
structurerevisedto include uncertainty Figure 4, in the characterizationsf the primitive actions.In the
enhancedaskstructure primitive actionsarecharacterizedtatisticallyvia discreteprobability distributions
ratherthan expectedquality values.The quality distributions modelthe probability of obtainingdifferent
quality resultsandthepossibility of failure(indicatedby a zeroquality result).Notethattheexpectedvalues
of thesedistributions are the sameasthosein the previous expected-alue model, thusthe structuresare
directly comparableThe costanddurationdistributionsrepresenthe differentpossiblecostsanddurations
of theactions.This level of detail canbe very importantwhenreasoningaboutthe gatheringprocessFor
example,in the enhancednodel,it is clearthatthe methodfor queryingandextractingtext obtainedfrom
the PC-Connectiomsite hasa higherprobability of failure thanthe methodfor queryingandextractingtext
obtainedirom the PC-Mallsite. In the original model,the detailis lackingandit is impossibleto ascertain
which methodis morelikely to fail.

Theagentscheduleshavn in Figure5 illustratethevalueof uncertaintyin this modelfrom ascheduling
perspectie. ScheduléA isidenticalto Scheduléd from theexpectedvaluecasgFigures2 and 3), however,
with the addition of uncertaintyto the model, the schedulercan propagateuncertaintyand createbetter
estimategor theperformanceharacteristicef theschedulesNotethatthequality distribution for Schedule
A includesa20%chanceof failure.In fact,with theadditionof uncertaintyto themodel,analysisshavsthat
ScheduleA is nolongerthe optimalscheduldor the agent(whoseclient needsa resultin 6 minutesor less
andis willing to payfor it). InsteadScheduleé (Figureb) is thebestchoice Eventhoughthe PC-Connection
methodhasa higherexpectedvalue,the PC-Mallmethodhasa lower probability of failure. Sincea failure
in one of thesemethodsprecludeshe executionof Query-Consumers-Repoffgia the task interaction),
the issueof failure is not local to the methodsbut insteadimpactsthe scheduleasa whole. Thus,when
uncertaintyis modeledand propagatediuring the schedulingorocessScheduleO is the optimal schedule
asit hasthehighestietexpectedyuality valueandit still meetsheagents deadlineconstraint! In this case,
Schedul® is alsotheoptimalsequencef methodsasdeterminedy anoptimalMDP —thisis becauseven
if PC-Mallfails thereis notime to recorer and performan alternatemethodbeforethe deadline.ln other
words,in this particularcase thereis no addedvalueto exploring all possibleactionsequencebecausef
the harddeadling(Figure8). We returnto this discussionn Section3.

ScheduleA¢ Schedule O - Optimal Schedule

| PC-Connection | Consumers-Repor‘s | PC-Mall | Consumers-Repor{s

Quality distribution (sum of Gs): (0.43 0.0)(0.57 30.0) Quality distribution (sum of Gs): (0.39 0.0)(0.61 30.0)
Expected value: 17.1 Expected value: 18.23
Probability q or greater: 0.57 Probability q or greater: 0.61

Cost distribution (sum of methods costs): (1.00 2.0) Cost distribution (sum of methods costs): (1.00 2.0)
Expected value: 2.00 Expected value: 2.00
Probability ¢ or lower: 1.00 Probability ¢ or lower: 1.00

Finish time distribution (finish time of last method): (0.45@045 5.0)(0.05 6.0)(0.05 7.0)Finish time distribution (finish time of last method) (0 OQ)(D(DQ 5.5)(0.72 6.0)
Expected value: 4.70 1 7.0)(0.01 7.5)(0.08 8.0)
Probability d or lower: 0.45 Expected value: 6.05

Probability d or lower: 0.90
Figure 5. UncertaintyRepresentatio®hange®ptimal Scheduldor the Agent

This exampleconceptuallyillustratesone aspectof the value of uncertaintyin the taskmodelsandin
theschedulingorocess- bettermodelsleadto betteragentschedulesBasedon the obserationthatmodels
containinguncertaintyleadto moreaccurateaepresentationandfacilitatedeepemanalysisthe TAEMStask
modelingframeavork wasenhancedo modeluncertaintyaboutthe quality, cost,anddurationcharacteristics

! Notethatcertainmember®f the Consumers-Repontsethods durationdistribution exceedthe deadlineof 6 minutes In these
casesthemethods resultsareconsideredinusableandzeroquality is producedy the execution.Accordingly, for the densitythat
exceedshedeadlinghemethods quality distributionis modi ed to re ect theadditionalprobability of failurecausedy exceeding
thedeadline Thisis discussedn greateretailin Section4.2.
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of tasksusingdiscreteprobability distributions. The modelingframeavork was also extendedso that nles
(taskinteractionsprealsoquanti ed andcharacterizedsingthedescribeprobabilitydistributions.We have
augmentedndextendedhe Design-to-Criterisschedulingsystemto leveragethis new explicit representa-
tion of uncertaintyto build bettercustomschedule$or TAEMSagentsWe have alsoconstructec secondary
contingeng-basedschedulemodi cation andselectionalgorithmthat may be usedin certainsituationsto
ensurghatrecovery optionsexist if thechoserscheduldails. Both approachesanbethoughtof extending
the spaceof optionsthat the schedulerexaminesand also the analysisassociatedvith determiningthe
effectivenesof anoption. Thisallows for performancguaranteesnthechoiceof bestagentschedulssince
it is morecloselyalignedto the sequencef actionssuggestedy the optimal control policy. Uncertainty
playsseveralrolesin theagentschedulingprocess:

Accuracy Uncertaintymodelingenablegshe scheduletto represenand propagatauncertaintyabouttasks
andtheir outcomesThis resultsin more accuratemodelsof individual tasks,and moreimportantly
more accuratemodelsof tasksequenceandtaskinteractionsln contrastto reasoningrom a single
expectedvalue, this enhancemergupportsnotionslike “30% of the time TaskA will fail and70%
of thetime it will generatéhigh-quality results. Becausdghe modelsof tasks,taskinteractionsand
sequencesf tasksaremoreaccuratethe schedulebuilds betterschedulegor theagentasillustrated
by Figures4 and 5.

Focusing Uncertaintys secondoleis in focusing;thescheduleusesheagents designor goalcriteria(aka
objective function)throughouthe schedulingorocesgo focusefforts on building schedulesndpartial
scheduleghat bestsatis ce, from a rational perspectie [38, 39, to meetthe criteria. This focusing
behaior is whatenableghe scheduleto copewith theexponentiacombinatorsandproduceresultsin
softreal-time. Whenuncertaintyreductionis importantto theagenttheschedulemayselecttasksthat
have ahighdegreeof certaintyaboutthespeci eddimension(sandtrade-of utility in otherdimensions
asspeci ed by the goal criteria. For example,if certaintyin the quality dimensionis importantto the
agentrelative to raw quality goodnessheschedulemaytrade-of high quality for morecertaintyabout
quality whenbuilding schedulestesultingin schedulesvith lower overall quality but higher quality
certainty In situationswherea deadlinemustbe met, the schedulemay electto trade-of quality or
even shortduration,possiblyin exchangefor certaintyaboutduration, producingschedulesvhose
durationsare not as shortas possible but whosedurationsare more certainthanthe scheduleghat
have the shortesdurations.Thesesimpleexamplesarememberof a large classof multi-dimensional
attribute trade-ofs that Design-to-Criteriaconsidersvhenbuilding schedulesor theagent46, 47].

Construction Thethird useof uncertaintyin the schedulingorocesss in construction whenuncertainty
is importantto the agent the schedulemaytake a moreactive approacho uncertaintyreductionand
electto usemorethanoneway of achierzing varioustasksin orderto increasehe certaintyof resultsin
desireddimension(s).

Evaluation Thefourthrole of uncertaintyis in evaluation;it enableghe scheduleto evaluatequality, cost,
duration,and uncertaintytrade-ofs whenhbuilding customscheduleso meetthe agents needs.The
additionof uncertaintyto boththetaskmodelandthegoal/desigreriteriaallows anagentor its human
client, to specifyhow important,if at all, uncertaintyreductionis relatve to otherscheduleeatures
like raw-goodnessindthreshold/limitspeci cationsin eachof the threemodeleddimensionsguality,
cost,andduration.

ContingencyAnalysis The fth useof uncertaintyis in thesupportof secondargontingencyanalysis The
generaDesign-to-Criterisschedulingorocesds designedo copewith exponentialcombinatoricsand
to produceresultsin soft real-time.However, its somavhat myopic approximationand localization
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methodologieslo not considerthe existenceof recovery optionsor their valueto the agent.In the
generalcase explicit contingeng analysisis not required.In the event of a failure, the scheduleiis
reinvoked andit plansa new courseof actionbasedon the currentcontet (takinginto consideration
thesuccesseaswell asthefailures,consideringhevalueof resultsthatbeenproducedo theparticular
point). In harddeadlinesituations however, the schedulemay not be ableto recorer andemploy an
alternatve solutionpathbecausealuabletime hasbeenspentraversingasolutionpaththatcannotead
to a nal solution.Our uncertaintybasedcontingeng analysistools canhelpin this situationby pre-
evaluatingthelikelihoodof recovery from a particularpathandfactoringthatinto the utility associated
with a particularagentscheduleTheimprovedestimategbasedn the possibilityof recovery options)
canresultin the selectionof a different schedule possibly one that leadsto higher quality results
with greaterfrequeng. We returnto contingeng analysisin Section5. Obviously; in the bestof all
possibleworlds, insteadof generatinga schedulewherewe have to reschedulet failure points, we
would like to constructan optimal meta-controlpolicy which prescribeghe next bestactionfor the
agentto take basedon performancecharacteristicef the mostrecentlyexecutedprimitive action.For
mostreasonablesize task structureghe computationabverheadof constructingthis policy onlineis
unrealistic.However, we would like to seehow well the contingeng analysisapproachperformsin
relationto optimal.In Section3, we describeanapproacHhor constructingsuchanoptimalpolicy from
our TAEMStaskgraphrepresentation.

In generalthedifferentimplicationsof uncertaintyto the schedulingporocessnanifestthemselesin two
primaryways.Oneis with respecto the generalschedulingprocessBYy integratingandleveraginguncer
tainty within theframework of copingwith combinatoricandgeneratingustomschedulesye canproduce
betterschedulesn situationswherecertaintyis important.Notionsof redundang reducinguncertaintyat
scheduletime, and focusingschedulegeneratioron producingcertainsolutionsare aspectf this facet.
Theotheruseof uncertaintyis a detailedanalysishatconsiderscheduleecovery optionsfor theagentand
revisesschedulexpectationdo re ect this moredetailedanalysis.On one handthereis the utilization of
uncertaintyin the approximatesatis cing, soft real-timecomputationaDesign-to-Criteridframevork, and
ontheotherhandthereis anaddedexpenseput a morethorough detailedanalysishatpaysrealdividends
in hard-deadlinsituationgthatareaccompaniedtyy up front time for the extra analysis.

Design-to-Criterid36, 47, 51] tracedts ancestryto theideasof Design-to-Tme [16, 17, 18] scheduling
andto researchin e xible computation23] andarytime algorithms[6, 37, 57, 56]. Design-to-Criterias
relatedto Design-to-Tme in that both schedulingmethodologiesare domainindependentpperatingon
an abstractmodel of a particular problem solving process;more importantly both methodologiesntail
selecting'rom alternatve waysto performtasks whereeachway hasdifferentperformanceharacteristics,
in orderto constructustomschedule$or aparticularsituation.Design-to-Tme focusedon quality andtime
trade-ofs and building scheduledo meetparticulardeadlines.To increase e xibility, Design-to-Criteria
insteadbuilds scheduleghat trade-of quality, cost, duration,and certaintyin eachof thesedimensions,
to meeta particularsetof designcriteria, in additionto meetingdeadlinesand other hard resourcecon-
straints.In the spirit of e xible computationDesign-to-Criteriaalsousesthis trade-of analysisto control
the schedulingcombinatoricghroughouthe schedulingorocessratherthanasa post-productiorschedule
selectiormechanisnasin Design-to-Tme. ?

Thecontrolaspect®f thiswork fall into thegeneralreaof e xible computatiof23], but it differsfrom
most e xible computationapproaches its useof multiple methodsfor taskachiezement(one exception

2 |n Design-to-Tme, scheduleproductionis designedto producean assortmenbf schedulesyia a x ed setof heuristics,
regardlesf the designcriteria. In Design-to-Criteriawherepossible all computationis directedat producingschedulespartial
schedulesandscheduleapproximationghat meetthe designcriteria, thusresultingin a larger setof high quality schedulesrom
which to choosethe “best” scheduleo execute.
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is [24]), in its rst classtreatmentof uncertainty andin its ability to useuncertaintyinformationin the
selectionof methodsfor execution.Much work in e xible computatiormakes useof arytime algorithms
[6, 37, 57], algorithmsthat always have an answerat handand producehigherquality resultsasthey are
givenmoretime,upto athreshold The TAMSmultiple methodspproacttanmodelary actiity, including
arytime algorithms, that can be characterizedtatisticallyand we placeno constraintson the statistical
behaior of the actiities in question.In our work, uncertaintyis a rst classconceptthat both appearsn
the statisticaldescriptionf the availablemethodsandis propagatedndrelatedasschedulesindschedule
approximationsaregeneratedUnlike mostwork in arytime algorithmsthatfocuseson the propagatiorof
uncertainty[55], we canalsoinclude uncertaintyand uncertaintyreductionin the goal criteria andfocus
work on reducinguncertaintywhenimportantto the agent.This ability stemsfrom our taskmodels rep-
resentatiorof alternatve waysto performvarioustasks.Becausamultiple-methodoften exist to perform
tasks,we canreasoraboutthe quality, cost,duration,anduncertaintytrade-ofs of differentactionswhen
determiningwhich actionsto perform,achievzing the bestpossibleoverall results.

RecentresearcthasadwncedDesign-to-Criterisand TAEMS agentcontrol in threeprimary areasre-

ning the goaldirectedcriteriamechanismandtrade-of analysisprocessimproving the quality estimates
associateavith nal schedulesandtheadditionandincorporationof uncertaintyin theschedulingprocess.
In this paper we focuson the uncertaintyaspectof our recentwork, thoughwe point out otheradvances
along the way. The approximate trade-of behaior of the agentschedulingalgorithm is presentedn
[47, 44], alongwith identi cation of sourcesof complity that posesigni cant obstaclego generating
real-timeagentschedulesnddoingsoon-lineor in softreal-time.

This paperis structuredasfollows. In Section2 we discussthe TAEMS taskmodelingframevork and
theadditionof uncertaintyto thetaskmodelsthatdescribeanagents problemsolvingoptions.Iin Section3
we describehow the TAEMS tasknetwork is mappedo a nite-horizon Markov DecisionProcessandthe
optimal policy is computed.Section4 discussefiow uncertaintyis integratedand leveragedin the main
Design-to-Criteriaschedulingprocesslin Section5 we stepoutsideof the main schedulingprocessand
discussecondargontingeng analysismethodologythatusesDesign-to-Criterido exploreuncertaintyand
therami cations of scheduldailure. Experimentaresultsillustrating the strengthof contingeng analysis,
relative to Design-to-Criterig8 myopic view, for certainclassesf agenttask structuresare provided in
Section6.

2. Extending the TAEMS Modeling Language

TAMS (Task Analysis, EnvironmentModeling, and Simulation)is a domainindependentask modeling
framavork usedto describeandreasoraboutanagents (comple) problemsolvingprocessesl £AMSmod-
elsareusedin awide rangeof agentresearctprojectsandapplications Some mentionedearlier include:
the BIG information gatheringagent[30, 31], the intelligent home (IHome) [27], dynamicsupply chain
managemeni49], aircraft repairteamcoordination[48], distributed sensormanagemenf22], distributed
hospital patientscheduling[9], GPGPcoordination[28], agentdiagnosis[20], the SRTA (soft real-time
agentarchitecture)21, 45], andwork in multi-level negotiationin software agents[54], amongothers.
Typically in TAEMS agents(seeFigure 1) a problemsolver representsiomain problem solving actions
in TAEMS, possiblyat somelevel of abstractionandthen passeshe TAEMS modelson to agentcontrol
problemsolerslik e the multi-agentcoordinatiormodulesor the Design-to-Criterisscheduler

TAMS modelsarehierarchicalbstraction®f agentproblemsolvingprocessethatdescribealternatve
ways of accomplishinga desiredgoal; they representnajor tasksand major decisionpoints,interactions
betweentasks,and resourceconstraintsbut they do not describethe intimate details of eachprimitive

3 Thoughif all actionswerearytime algorithms therearebetterwaysto frameandperformthe schedulingask.
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action.All primitive actionsin TAEMS, calledmethodsarestatisticallycharacterizedh threedimensions:
quality, costandduration.Quality is a deliberatelyabstracdomain-independemionceptthatdescribeshe
contritution of a particularactionto overall problemsolving. Thus, differentapplicationshave different
notionsof whatcorrespond# modelquality. Durationdescribesheamountof time thattheactionmodeled
by themethodwill take for theagentto executeandcostdescribeshe nancial or opportunitycostinherent
in performingthe action. With the recentaddition of uncertaintymodeling,the statisticalcharacteristics
of the threedimensionsare describedvia discreteprobability distributions associatedvith eachmethod.
Theuncertaintyrepresentatiois alsoappliedto taskinteractiondik e enablementacilitationandhindering
effects? Thusagentsmaynotonly reasoraboutthe certaintyof actionse.g.,“methodA will fail 10%of the
time; but alsowith respecto the interactionse.g.,“10% of the time facilitation will increasethe quality
by 5% and90%of thetimeit will increasehequality by 8%, andthejoint of thesetwo. (Sinceinteraction
effects are dependenbn the quality of the originator of the effect.) The quanti cation of methodsand
interactiondgn TAMS s not regardedasa perfectscience Taskstructureprogrammer®r problemsolver
generatorgstimatehe performanceharacteristicsf primitive actions. Theseestimatesanbere ned over
time throughlearning[25] andagentdypically replanandreschedulevhenunexpectedeventsoccur
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Figure 6. InformationGatheringTaskStructureSimilar to thatFoundin the BIG Agent

To groundfurther discussiongconsiderFigure 6, which is a slightly more completeview of the infor-
mationgatheringtaskstructureintroducedin Figure2. The top-level taskin this structureis Recommend-
a-High-End-PC-Systerand it hastwo subtasksonethat pertainsto nding informationaboutproducts
and constructingmodelsof them, Build-Product-Objectsand one for making the decisionaboutwhich
productto purchaseMake-DecisionThetwo tasksaregovernedby a g_seqlast() gaf. Qafsspecifyhow the
quality of the subtaskss relatedat the parenttask.With recentextensiongo TAEMS,gafsmayalsospecify
orderingsamongthesubtaskslL.et denoteatask, denoteoneofits children,andlet denotehenumber

4 Facilitationandhinderingtaskinteractionamodelsoftrelationshipsn which aresultproducedy sometaskmaybebene cial
or harmfulto anothertask.In the caseof facilitation, the existenceof theresult,andthe activation of the non-localeffect generally
increaseshe quality of therecipienttaskor reducests costor duration.
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of childrenof .Let denotethequality of theitemin questiong.g., isthequality of thetaskand is
thequalityof the  child of .In TAEMS,thequality of any taskor methodbeforeperformancdor after
failure)is zero.A samplingof thegafsde nedin TAEMSincludes:

g.sum andary of the subtasksnay be performed(powversetminusempty-setjn ary
order

g-sumall: andall subtasksreto be performedn ary order

g-min: andall subtasksareto be performedin ary order Sinceall tasks
have zeroinitial quality, failureto performagiven child undera g_min() resultsin zeroquality for the
parenttask.

g-max andary numberof subtasksnaybe performedn ary order though

generallyonly onetaskis selected.
g-exactly.one andonly oneof the subtasksnaybe performed.
g-seq andall subtasksnustbe performedn order

g.seqgsum,g.segmin, g_segmax,qg.-seqglast Thesegpre x in this casedenotesequencereference
andthatall subtasksnustbe performed;the sufx denoteghe functionto performwith the resultant
qualities,e.g.,q.seqsumindicates

Recommend-a-High-End-Pi8 thus performedby performingeachof its subtasksjn order andits
quality is determinedy the Make-DecisiorsubtaskThis modelsthe factthatthe agents decisionprocess
takesinto consideratiorthe quality, coverage,andcertaintyof the informationusedto make the decision
andre ects theseattributesin the quality of its output.As discussedBuild-Product-Objects performedoy
performingeachof its child tasks,in order andits quality is the sumof its childrens qualities.In contrast,
Get-Basicand GatherReviews canbe achieved by performingarny one or more of their respecire child
tasks.Note the enablesnteractionbetweenGet-Basicand GatherReviews. This non-localeffect modelsa
hardprecedenceelationshifbetweerthetasks-theagenimust rst successfullyearnaboutproductsefore
it canlocatereviews for them.In TAEMS, taskinteractionsaretriggeredby conditionsin the originatorand
the effectsof the interactionsarere ected in the quality, cost,and durationdistributions of the recipient.
With the additionof uncertaintyto TAEMS, soft interactioneffectslike facilitation and hindering,arealso
quanti ed via probability distributions. Taskinteractionsin TAEMS include:facilitates hindeis, bounded
facilitates sigmoid enablesanddisables

Resourcenodelsare anotherrecentadditionto the TAEMS framavork. The informationgatheringtask
structurealso shawvs the useof a monetaryresource Resourcesre currently either consumabler non-
consumabléreplacedafteruse e.g.,anetwork), thoughthehierarchicatesourcenodelswill supportfurther
specializationTaskresourceconsumptiorandproductionbehaiors aremodeledin TAEMS via consumes
and producestask/resourceon-localeffects — thesenon-localeffects describethe quantity of resources
consumear producedy taskexecution.In theeventthatresourcesreinsufcient to meettherequirements
of agiventask,the negative effectsaremodeledvia a limits resource-to-taskon-localeffect thatis akin to
ahindess task-to-taskion-localeffect, i.e., it expressesegative multiplier effectson therecipients quality,
cost,anddurationdistributions.Foranon-consumable2sourcee.g.,network bandwidthwheretheresource
is diminishedduringthe usageandthenreturnedto its initial state the de nitions for consumesndlimits
are:
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A resource-centeredon local effect is a function of the form: nle(M, R, t, q, ¢, d, , p1, p2,...):[
method resource currenttime methodquality methodcost methodduration resourcequantity
parameterl otherparameter2.] = [methodquality ~methodcost methodduration resourcequantity]

Anotherrecentadditionto TAEMSis the outcomeconstructOutcomesnodelsituationsn which agiven
methodhasdifferentclasse®f possibleresults gachclasshaving its own distinctquality, cost,andduration
characteristicand possiblyevenits own interactionswith othertasks.The Build-Product-Objectsaskin
Figureé illustratesthe outcomesonstruct; the outcomessene to indicatethe numberof objectsgenerated
during the informationgatheringphase Attachedto eachof theseoutcomesare hinderingandfacilitation
soft non-localeffectsthataffect the quality, cost,anddurationof the decisionmakingtask.This modelsthe
notion that the time requiredto make the decisionincreasess more productsare comparedput, thatthe
decisionprocesdene tsin termsof quality by having moreproducts.

TAMS alsosupportsmodelingof tasksthatarrive at particularpointsin time, individual deadlineson
tasksearlieststarttimesfor tasks andnon-localtasks(thosebelongingto otheragents)Obviously, schedul-
ing TAEMStaskstructuregs a non-trvial processin the developmentof TAEMS therehasbeena constant
tensionbetweerrepresentationglower andthe combinatoricsnherentin working with the structure{50].
Theresultis a modelthatis rich enoughto modelselecteddetailsof mary agentdomainsbut onethatis
non-trvial to processandscheduldan ary optimal senseThe existenceof alternatves and choicesin the
models while addingto the compleity, alsofacilitate e xible andapproximaterocessingtratgies.

3. An Optimal Meta-Controller for TEMS Task Network Scheduling

As discussedn theintroduction,our heuristicapproacho schedulinghe TAEMStasknetwork isto nd a
linear sequencef actionswhoseperformanceasa resultof limited searchpestmatcheghe agents goal
criteria. We reschedulavhenthe resultsof the partial executionof the actionsequencéndicatesthereis a
high probabilitythattheagentwill nolongermeetgoalcriteria. Thisis in contrasto anoptimalmeta-control
policy whichwould specifythebestpossiblemethodfor the agentto executeat eachinstantsoasto achieve
thedesiredhigh-level goalwhile optimizingthecriteriaandresourcespeci cations.Thedravbackwith such
anapproacthis thatfor mostreasonablsizetaskstructureshe computationabverheadf constructinghis
policy onlineis infeasible.Additionally, our researclconcentratesn open,dynamicervironmentswhere
the tasksetof the agent,or the agents objectives, may changeandthe modelsusedto producethe MDP
areapproximateanduncertainn andof themseles.In this contet, it is likely thatthe MDP would have to
befrequentlyrecreatecandthusthe intractability of the procesdecomesven moreof anissue.However,

® Theactualinformationgatheringtaskstructuredoesnot incorporateoutcomesat the tasklevel. This exampleis a conceptual

abstractiorof the classof taskstructuregroducedby the agents plannerandis simpli ed for examplepurposesQutcomesat the
tasklevel have semanticghataredif cult to specify
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we wouldlike to seehow well our heuristicapproactperformsin relationto the optimalpolicy in situations
whereit is computationallyfeasibleto computethe policy off-line.

Wede ne theTAMStasknetwork schedulingproblemasa nite-horizon Markov DecisionProcess(MDP)
which tries to maximizeits expectedaccumulatedeward given the criteria (quality, cost,duration)speci-

cation. It is a nite-horizon MDP becausea primitive action can be executedonly oncein a particular
executionpathandhencethereareno loops. The mappingof a TAMS taskstructureto an MDP is fairly
straightforvard since TAEMS canbe thoughtof asa compactrepresentationf a classof MDP problems.
TAMS differsin thatit implicitly describeshe enumeratedearchspacethatis explicitly describedy the
MDP. From anotherview, the MDP unwinds TAEMS into a statespace— TAMS doesnot representhe
actualeffects of the individual alternatve pathsnor doesit breakindividual elementsrom quality, cost,
or durationdistributions. TAEMS is a speci cationof tasks their relationshipstheir interactionsandtheir
statisticalcharacteristicdt doesnot carrythroughtheimplicationsof choicesThe MDP framework, onthe
otherhand,explicitly describesachpossibleindividual executioncharacteristiof eachprimitive action.
Additionally, TAEMSspeci esconstraint©n anorderingratherthanexplicitly representingheimplications
of theordering.Thereis norequiremenof immediatgrecedencandno constrainbnimmediatesuccession
either An MDP representatiomould lay out exactprecedencandsuccessiorderingsof methodswithin
apathin the MDP tree.Additionally, the compactprocess-styleepresentationf TAEMS is amorenatural
representationf agentactvity.

The translationprocessof a TAEMS task structureto a MDP involves following a procedurewhich
lays out eachpossibleexecution path for achiezing the agents high level goal. The MDP translationis
a procedurewhich allows for the transformatiorof a TAEMS taskstructureT to the correspondingiDP
M. The statein the MDP representatioiis a vectorwhich representshe methodgshat have beenexecuted
in orderto reachthatstatealongwith their executioncharacteristicsThe MDP actionis the executionof a
particularmethod.MDP actionshave outcomesandeachoutcomeis characterizedby a 3-tupleconsisting
of discretequality, costand durationvaluesobtainedfrom the expectedperformancedistribution of the
MDP action. The rewardsare computedonly for the terminal statesj.e. the intermediatestateshave null
rewards.Therewardis computecby applyinga comple criteriaevaluationfunctionof the quality, costand
durationvaluesobtainedoy theterminalstatewhichis describedn Sectiord. Valueiterationis thedynamic
programmingalgorithmusedto computethe optimal policy. In theory valueiterationrequiresanin nite
numberof iterationsto corvergeto theoptimalpolicy. However, in practice we stoponcethevaluefunction
changedhy only a small epsilonthresholdin a sweep.The following is the algorithmfor the translation
process.

Let TG bethetoplevel goalin T andlet METHODS bethe setof primitive actionsin T.

1. Initialize MDP with states;
2. Translate(s)

a) Identify the setof actions(subseif METHODS)which arepossiblefrom s.
b) Iterateovereachaction
i) If actionis not TERMINATE
A) Expandeachoutcome(characterizday discretequality, cost,durationvalues).
B) Determinef outcomecanleadto a new statewhile adheringto thecriteriaconstraints.
C) if new state is reachedJranslate( )

i) Elseif actionis TERMINATE, setreward of terminatingstateto be a function of the quality, costand
durationvaluesof the state.

3. Valuelteration(StateSet);
4. Returnoptimalpolicy.
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Figure 7. Translationprocessfrom TAEMS task structureto Markov DecisionProcesdor Simpli ed Subsetof an
InformationGatheringTaskStructurefor the BIG Agent

To male this discussioron the translationprocesamore concretewe will apply a few iterationsof the
algorithmon thetaskstructuredescribedn Figure4. Letsassumedhe agents designcriteria speci esthat
thetaskshouldachiere themaximumpossiblequality within aharddeadlineof 6 minutes.Upontranslation,
the correspondindVIDP has76 statesFigure7 describeghe translationprocessn progressThe input to
thealgorithmis the taskstructurein Figure 4 describedn textual format. The startstateSQis initialized.
The PossibleActionSetor stateSOis PC-ConnectionPC-Mall. ZDnet and Consumes-Reportsare not
valid actionssincetheir parenttaskGatherReviews hasaninactve incomingenabledrom GetBasic The
outcome®f eachactionin the PossibleActionSedreprocessedtartingwith Consumes-Reportavhichhas
4 outcomegesultingin the statesS], S14 S21and S46respectiely. The PossibleActionSefor stateS1
consistsof Consumes-ReportsZDnet PC-Mall. The actionConsumes-Reportshas4 outcomesTwo of
the outcomegesultin the total durationcrossingthe deadlineof 6 minutesandhenceresultin a null state.
Theothertwo outcomesesultin statesS2andS3with probabilities).67and0.23respectiely. Theoutcome
resultingin stateS2hasa quality of 30.0, costof $2 anddurationof 5 minutes.The PossibleActionSefor
stateS2 containsonly the Terminateaction sincethe outcomesof all other possibleactionsresultin the
deadlinebeing crossed.The currentloop is exited whena Terminateactionis encounterednd alsoif a
deadlineis crossedresultingin null states.The restof the MDP treeis extendedin the samedepth- rst
fashion.In Figure7, thetuple state=S], action?PC-Mall, outcome= 01 resultsin stateS8andso does

state=557 action-PC-Connectionoutcome= 01 . Thisis becausehetwo tuplesarejust permutations
of the samesetof actionoutcomes.

The optimal policy for the above problemis shavn in Figure8. As we canseethe policy suggestshe
methodsequence PC-Mall, ConsumeiReports asthe bestagentscheduleThereareno possiblerecor-
eriesin the event of failure of eithermethodwithin the deadline.In this particularcase becausehereare
no recovery options,the singlepassview of DTC producedhe optimal solution,asdiscussedn Sectionl.
This is not alwaysthe caseandthe utility of the MDP expansionapproachis madeclearby the secondary
contingeng analysisresearchpresentedn Section5, thatmorecloselyapproximateshe propertiesof the
MDP.

As mentioneckarlier the MDP statespaceof taskstructuresnodelingreal-world applicationsindegoes
a combinatoriakexplosion.For instancethe numberof statedor ataskstructurewith 4 methodswith each
methodhaving 2 outcomess in the 100's. However, a taskstructurewith 6 methodswith eachhaving an
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Figure 8. OptimalPolicy for Simpli ed Subsebf aninformationGatheringTaskStructure

averageof 5 outcomeshasabout30000statesHence this approacthasmainly beenresearchetb sene as
anoff-line theoreticabenchmarko evaluateour real-timeheuristicschedulers.

4. Integrating Uncertainty Into Design-to-Criteria Agent Scheduling

Design-to-Criterias theproces®f copingwith exponentiakombinatoricdo produceagentschedules soft
real-timethatmeeta particularsetof designcriteriaandhardconstraintdike deadlinesor costlimitations.
This schedulingproblem requiresa sophisticatecheuristic approachbecauseof the problems inherent
computationatomplity. To understandhe compleity andget a feel for the agentschedulingprocess,
considera task structureonly a single level deep,wherea singletaskhas children that are methods
andit accumulategjuality accordingto the g_sum()gaf. This modelsa situationin which an agenthasa
singlehigh-level taskandmary differentsubtaskshatcanbeperformedo achiere thetop-level task,where
the quality of eachof the subtaskss summedto determinehow well the top-level taskis performed.For
example,a simpleinformationretrieval agentmight have a top-level taskto collect news articlesrelating
to the stockmarket andmary differentsourcesrom which to collectsaidarticles.To achiese its goaland
performits top-level task,it couldgo to site X, to site'Y, to site Z, or it couldgo to ary combinationof the
sites,e.g.,X andY, X andZ, Y andZ, etc. With asimpletaskstructuresuchasthis,having methodsthere
are unorderedsetsof methodghatcanbe usedto achieve the parenttask,andwithin eachsetof
methods, possibleorderingsof methodsn the scheduleConceptuallythe numberof unorderedsetsis
dueto planningstyle compleity wheretheissueis decidingwhich methodgo useto bring abouta desired
state.The numberof sequencesf eachunorderedmethodsetis the classicschedulingside compleity
whereorderingis thefocus.In general the upperboundon the numberof possibleschedulegor a TEMS
taskstructurecontaining methodss givenin Equationl.

(1)

The combinatoricsare pronounced and by Stirling's approximation)andin practicethe
generatiorof a provably optimalsolutionthroughgeneratiorof all possibleagentscheduless infeasibleIn
our researchwe oftenscheduleagenttaskstructurehaving betweer25 and180methodse.g.,[30, 44]. A
sampletaskstructurewith 25 methodsproducesover 67 million differentunorderednethodsetsandover
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possibleagentschedulesTheproductionof provably optimalsolutionsghroughmorere ned tech-
niques suchasdynamicprogrammingpr a state-based-seardiasbeenunsuccessfudueto thenumberand
typesof constraintpresenin TAEMS, e.g.,interactiondetweertasks starttimes,deadlinescommitments
associatedvith tasks,unruly quality, cost,anddurationcharacteristicsgtc.In DTC, the schedulecontrols
the combinatoricsand producesscheduledor the agentsthrougha satis cing methodologydescribedn
detailin [44] and[47, 46, 15, 16].

This practicallimitation alsoappliesto the productionof anoptimalcontrolpolicy for theagentusingan
MDP —in thiscasethecombinatoricareevenworsebecaus¢heMDP “unwinds”theTAEMSrepresentation
andfor eachtriple of  quality; cost,duration in amethods outcomethe MDP containsonestate(Sec-
tion 3). With respecto optimalpoliciesversusoptimalschedulegherealquestionis: In whatsituationsdoes
thesequencefactionsin thebestsdhedulediffer fromthesequencef actionsin theoptimalpolicy? Another
way of understandinghe problemis to askthe question:How closecanwe appoximatethe performance
of an optimal policy for the agent through the processof incrementalrestieduling and how often does
this resdhedulingneedto occur?Notethatthe schedulingview andthe policy view differ. The policy view
exploresall possiblemethodsequencedncluding recovery from methodfailure; the schedulingprocess
composesind end-to-endview of the agents processwhile propagatingandreasoningaboutuncertainty
but not exploring recovery options.In otherwords,a schedulds constructedvith the assumptiorthatthe
agentwill reschedulevhena failure occursor whenthe resultsdeviate from expectationsin contrast,a
policy de neswhich methodto executenext basedon the outcomesof previous methodexecutions.With
schedulingandreschedulingve hopeto approximatehe policy, however, evenif reschedulingpccursafter
eachmethodexecutionthe performancef the schedulemay not be identicalto that of the optimal policy
becausewith eachdecision,eachchoice,the scheduledoesnot considerall possiblemethodsequences
from the currentstate.The policy view is stronger but, alsoinfeasiblein our researchdueto the size of
the problemspaceand the dynamicsinvolved. DTC is deplg/ed in multi-agentervironmentswherethe
modelsof the ervironmentand the agents'processesire imperfectand new tasksor newv requestanay
arrive at ary pointin time. The combinatoricccombinedwith the dynamismhave placedhard constraints
ontheschedulingoroblem.In this papemwe do notrevisit the satis cing methodologyof DTC in detail,but
insteaddiscusgheimplicationsof uncertaintyto agentaskmodelingandthe agentschedulingorocessand
introduceanextensionto DTC to supportcontingeng analysisandexplicit planningfor recorery thatmore
closelyapproximateshe performanceandbehaior of optimalMDP producedoolicies(Section6).

Themainfacetsof DTC's methodologyinclude:

Goal DirectedFocusing The agents designcriteriais leveragedo focusall processingctuities on pro-
ducingsolutionsandpartial solutionsthataremostlikely to meetthe trade-ofs andlimits/thresholds
de ned by thecriteria. Thisis achiered by creatingandidentifying partialsolutionsthatseemlikely to
meetthe criteriaandconcentratindurtherdevelopmenibntheseclasse®f partialsolutions pruningor
ignoringotherpartialsolutionsthataredeemedeastprobableo leadto “good” solutionsfor theagent.

Approximation Schedul@approximationsgalledalternativesareusedo provide aninexpensve, butcoarse,
overview of the agentschedulesolution space Alternatives containa setof unorderedactionsthat
canbe scheduledordered)to achiere a particulartaskalongwith estimategor the quality, cost,and
durationdistributions that may resultfrom schedulingthe actions(analogougo expectationsabout
whatwill happenwhenthe agentperformsthe actions).An alternatve represent®nepossibleway in
whichtheagentmayperformagiventask.Alternatvesareinexpensve to computeasthecomple task
interactionsareonly partially consideredndordering,resourceandotherconstraintareignored.The
alternatve abstractiorspaceis usedin conjunctionwith criteria directedfocusingto build schedules
from alternatvesthataremostlikely to leadto goodschedules.
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Heuristic DecisionMaking The processof turning alternatves into schedulesi.e., sequencing set of
actionsfor theagent|s theclassicschedulingoroblemandthistoo suffersfrom high ordercomplexity;
toschedulasetof unorderedictions Wecopewith thiscomplity usingagroupof heuristics
for actionordering.The heuristicstake into consideratiortaskinteractionsattemptingto take advan-
tageof positve interactionswhile avoiding negative interactionsThey alsoconsideresourcdimits,
individual action deadlinestask deadlinescommitmentsmadewith other problemsolving agents,
andotherconstraintsThe heuristicalgorithmreduceghe actionorderingproblemto low-order
polynomiallevelsin theworstcase.

Heuristic Err or Correction The useof approximationand heuristicdecisionmaking hasa price — it is
possibleto createschedulesor the agentthatdo not achiere the high-level task,or, achiere the high-
level task but do not live up to quality, cost,duration,or certaintyexpectationssetby the estimates
containedn thealternatves. This canbe causedy anover constrainegroblem,but alsoby comple
taskinteractionghatareglossedver by thealternatve approximatiorandnotconsideredby theaction
orderingheuristics A secondangetof improvement][58, 40] heuristicsactasa safetynetto catchthe
errorsthatarecorrectableesultingin betteragentschedulestesultingin betteragentschedules.

Theadditionof uncertaintymodelingto TEMShasseveralimplicationsto the Design-to-Criteriaschedul-
ing processandthusto theagentfor whomthe schedulesreconstructedFirst, the agent(or humanclient)
mustbe provided a mechanisnto describethe relative importanceof certaintyor uncertaintyreductionto
their application.In somesituations,certaintymay not be anissue,but in other situationscertaintymay
be highly important.An exampleof this in a multi-agentcontext is the certaintyof an agentto ful Il its
commitmento provide aresultto anotheragenteforea speci edtime. Secondgiventheability to specify
certainty preferenceshow can the information be usedin the schedulingprocessto produceschedules
thataremoreor lesscertain,i.e., how to designscheduledo addresshe enhancedlesigncriteria. Third,
is the issueof how the new uncertaintyrepresentatiommpactsthe computationsand analysisperformed
by the scheduler the questionsare whetheror not existing computationsare affectedby the nev model
andwhetheror not the computationsan be improved. Relatedto this is the issueof building modelsof
schedulesvherethe schedulecharacteristicencludeuncertaintyandthe relationshipof a distribution style
representatioto a singlevaluerepresentatiolike a harddeadlineor hardcostconstraint.

In thefollowing sectionave describénow thesassuesareaddresseth Design-to-Criterialn Sectiord.1
we discussthe integration of uncertaintyinto the agentor client designcriteria and how this is mapped
to utility thatis usedduring the schedulingprocesdo build customscheduledor the agent.Section4.2
discusseshow uncertainty and the designcriteria, are usedin the schedulingprocessto producemore
certainschedulesvhenuncertaintyreductionis importantto theagent.Section4.3identi es areasn which
the computationsare effectedby the additionof uncertaintyandhow the representatiomf uncertaintyis
usedin the modelingand constructionof schedulesA high-level exampleof uncertaintyreductionin the
schedulingprocesss thengiven in Section4.4. In a certainsensejntegration of uncertaintyin the main
scheduleris doneon a scheduleby schedulebasis,in Section5 we stepoutsideof the main scheduling
processanddiscussa secondananalysisprocesghat goesbeyond the independenview of schedulesand
insteadconsidersrecovery or contingency optionsfor schedulesThis is an importantability for agents
situatedn time andmissioncritical ervironments.

4.1. UNCERTAINTY IN AGENT GOAL CRITERIA AND ITS MAPPING TO UTILITY

Theagentgoalor designcriteriais oftengeneratedy humanausinga speci cationmetaphorcalledsliders,
the GUI shawn in Figure9. This metaphomas rst presentedn [46] andextendedn [47, 44]. Sliderstake
on valuesfrom 0 to 100%andarearrangedn slider bankswhereeachbankcontainsa slider for quality,
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cost,and duration. The sumof the slidersin eachbankrangefrom 0 to 100%.A 100% weight givento
a particularslider expresseghatthe sliderin questionis the only item of importancerelative to the other
slidersin the samebank.Exampledollow below.

Intellectually theresearclissueseingaddressedy theslidermetaphomrenotwhetherthe metaphoiis
appropriateor all applicationsput, ratherthe recognitionthatagentshave differentobjectivesin different
situationsandthatwhenproblemsolvingor schedulingwith thesepronouncedombinatoricscontrolmust
be focusedby the currentobjectives of the agent.The pointis e xibility in control andthe ability to dy-
namicallyfocusthe entireschedulingorocesn reasoningaboutthe objectives (via designcriteria), rather
than using implicit, hardwiredobjectivesin a post-hocfashionasin the previous Design-to-Tme agent
schedulingvork [15, 16]. If theagents objectivesarenot considerediuringgenerationin generalamuch
larger portionof the solutionspacemustbe searchedo produceresultsusefulto theagent.CastingDesign-
to-Criteriaasa searchprocessthis is akin to concentratingsearchon the classeof solutionsand partial
solutionsthatbestmeetthe agents objectivesfrom startto nish, ratherthanasanevaluationspeci cation
appliedto nal statesIn termsof anapproximatéeMDP, thisis conceptuallyanalogougo only transitioning
from stateghatcorrespondo someestimationof the agents objectvesasthe othersolutionstatesareless
desirable The slider metaphoror goal speci cationcould easilybe replacedor extended- oncecontrolis
designedo usethe speci cationto evaluatethe utility of a givensolutionor partial solution,changingthe
speci cationis straightforvard. In this paperwe do not concentratger se on the constructionistroles of
thegoalspeci cation,but insteaddescribehe speci cationandhow it relateso the evaluationof candidate
optionsand extend the speci cation to include balancinguncertaintyreductionwith the othertrade-ofs
evaluatedby the scheduler The use of the speci cation in evaluationis the centralconcernhereas it
determineswvhich approaches$o achiezing a particulartask, or the root level task, are more valuableto
the agent.The constructionistispectof the schedulingporocesspresentedn [47, 44], dovetail to resolhe
taskconstraintoncethe choiceof optionshasbeenmade.

Regardlesof the simplicity of changingthe metapharthe metaphompresentedherehasbeenprovento
be appropriatdor TAEMS andour applicationsbecausein general,t is dif cult to estimatea priori what
schedulearepossibldor anagentor agiventaskstructure For example for aTAMStaskstructurehaving
asfew aseightmethodghereare109,60Qpossibleschedule$or theagent Oftenwe dealwith taskstructures
having between25 and 180 methods.Schedulerclients (suchasothercontrol problemsolverswithin the
agentor the agents humansclient) simply do not know whethera given harddeadlineor hardpreference
may be metor even have an approximatddeaof the typesof solutionsthat are possible Often they must
describerelative preferencesr relative trade-ofs andthenevaluatethe classof solutionsproducedby the
schedulerand possiblyre ne their overall objectives or their goal criteria accordingly This is why some
of thebasicprinciplesof the metaphotincludesatis cing andrelative evaluationaswell asclientspeci ed
limits andthresholdn the differentattributes.Extensiondo supportmultiple criteriasetsandpreferences
betweersolutionclassesrepresentedn [44].

Thereare vebanksin thecurrentspeci cationmetaphareachrelatingto a differentclassof concerns:

Raw GoodnessThis bankdescribeghe raw relative importanceof eachdimension.For example,setting
the quality sliderto 50% andcostanddurationto 25% expresseshe notion that high quality is twice
asimportantaslow costandlow durationandthat agentschedulesaving thesecharacteristicare
preferredThelabel“raw” heredenoteghatthis preferencés notwith respecto ary particulardeadline
or otherconstrainthe agentmight have. Becausef the combinatoricof the schedulingproblemiit is
oftendif cult to know a priori whatis possiblefor a given taskstructureandthussettinghardlimits
andthresholdsanbe problematiqleadingto poor solutions).This bankenableglients(othercontrol
componentsvithin the agentor its humanclient) to specifysimple,relative preferencegaboutquality,
cost,andduration.
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Thresholdand Limits This bankallows the client to setsoft limits andthresholdsor quality, cost,and
durationeitherusinga x ed limit/thresholdvalue or using a utility function that describeggradual
changesn utility asthe valueincreasedeyond a certainlimit or asit crossesa certainthreshold.
Using slidersin this bankonemight de ne a preferencdor agentscheduleshatarebelow a certain
costthresholdout above a certainquality threshold The preferencesxpressedherearesoftin thatthe
schedulemayelectto crossa particularimit or thresholdf theoverall utility of theitemin questionis
higherthanthe othercandidateshatstaywithin thelimit or threshold This concepis mademoreclear
belov whenwe describehow the designcriteriais relatedto the utility usedby the scheduleto rank
schedulegor theagentlt is importantto notethathardconstraintse.g.,harddeadlinesdo exist in the
schedulingprocessbut thatthe generaldesigncriteriais aboutthe expressiorof relaxableconstraints
andsoftgenerapreference$or theagent.

Certainty Whereagheraw goodnessetabove expresseshe relative importanceof quality, cost,anddu-
ration, this setexpresseghe relative importanceof uncertaintyaboutquality, uncertaintyaboutcost,
anduncertaintyaboutduration.For example,if anagents client doesnot actuallycarewhena result
is producedut is going to schedulea meetingto discussthe resultsas soonasthey are produced,
the client would specify a preferencefor high certaintyin the durationdimension,expressedas a
signi cant weight given to the durationsliderin this bank,e.g.,80% or 100%. This bank expresses
relative predictabilitypreferences.

Certainty ThresholdsLike thethresholdsandlimits bank,this bankexpresseshe relative importanceof
meetingcertaintythresholdsn the quality, cost,anddurationdimensionsFor example,throughthis
mechanismagentlientscanexpressapreferencéor scheduleshathave adurationcertaintyof 75%or
higher(meaninghat75%of thetime, theschedulesvill achiesetheirpredicteduntime).As with limits
andthresholdson quality, cost,and duration,it is typically dif cult to know a priori what certainty
thresholdsarepossiblefor a giventaskstructuresothis bankexpressesoft or relaxablepreferences.

Meta This slider setrelatesthe importanceof the four previous slider sets.This separatiorallows clients,
humanor otherwise}o focusonrelatingquality, costanddurationwith eachotherin eachof thecases
above, thento “stepback” anddecidehow importanteachof the differentclassesarerelative to each
other For example,within the raw goodnessank,client's canreasonaboutthe relatve importance
of quality, cost,andduration,thendo the samein the certaintybank,thendecidehow raw goodness
relatesto certainty If certaintyis the primaryissue thenit is givenmoreweightin the metabankthan
raw goodness.

Raw Goodness Thresholds/Limits Certainty CertaintyThresholds Meta

Raw  Thresholds/ Certainty
oodness  Limits

Quality ~ Cost Duration | Qualty Cost Duration| Quality ~ Cost Duration | Certainty Thresholds|

Threshold  Limit Limit Threshold Threshold Threshold
$5.75 80%

Figure 9. AgentSchedulgGoal Speci cationMetaphor
The incorporationof uncertaintyinto the criteria speci cation provides agentclients (or other agent

control componentsjvith a meango describehow importantreducinguncertaintyis for their application
relativeto raw-goodnessndlimits/thresholdsGiventheability to specifytheimportanceof theseattributes,
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the issuethenbecomedhow to relatethe attributesto utility that canbe usedin the schedulingprocesso
evaluateand selectfrom different possiblecoursesof actionfor the agent.The mappingfrom slidersto
utility is presentedn [46], however, we mustexaminea portion of the computationsn orderto discuss
the useof uncertaintyin the utility computationaswell. In generalutility is computedoy comparingthe
statisticalcharacteristicef a memberof a setof candidateagentscheduleso the obsered characteristics
for thesetasawhole.Theutility computationsorm thebasisof thegoalor designdirectedproblemsolving
behaiors of the schedulemndare usedboth on completedschedulegandthe aforementionedlternatves
(scheduleapproximations).

Theutility computations basedon notionsof relativegoodnessindnormalizedcomparison The com-
putationis decomposethto componentsyith onecomponenassociatedvith eachsliderbank.Thecompo-
nentsarefurtherdecomposethto subcomponentsyith onesubcomponerdassociateavith eachsliderin a
particularbank,i.e.,thereis onesubcomponerfor quality, onefor cost,andonefor duration,in eachbank.
The subcomponentare summedto producethe rating componentfor a particularbank. Subcomponents
arecomputedby examiningitemsbeingratedin the particulardimensionwith which the subcomponeris
associated-or example,to computethe componentor theraw goodnesgthe rst) sliderbank:

1. Find the min andmax expectedvaluesfor quality, cost,anddurationthatoccurin the setof schedules
or alternatvesbeingrated.

2. Loop overthesetof alternatvesor schedule$o beratedandcalculatetheraw goodnessatingfor each
by calculatingthe quality, cost,anddurationsubcomponentasfollows in Steps3, 4 and4.

3. Let denotethe expectedquality valueof the alternatve or scheduleunderconsideratiorf. Its quality
subcomponenis a function of the percentagef quality achizzedby  relative to the min and max,
and , quality valuesof the setof items being rated,scaledby the raw goodnessjuality

slider, - andthetotal numberof pointsin theraw goodnessank.

4. Duration is different than quality as greaterdurationis generallyless preferable Whereaswith the
quality relatedequationachiezing thebestquality of all itemsin thesetshouldbringthehighestreward,
in this caseachieiing the leastdurationof all itemsin the setshouldbring the highestreward. Costis
like durationin thatlower costis better

5. Thequality, duration,andcostsubcomponentarethensummedo obtainthe aggrgateraw goodness
ratingcomponent.

The certainty rating subcomponentare computedlike the previous subcomponenin that utility is
computedby comparinga given item to the obsered minima and maximafor the setof candidatatems.

6 Schedulesscheduleapproximationsand partial scheduleapproximationsare evaluatedusing the designcriteria. The term
“alternative” is usedto denotea scheduleapproximatioror a partialscheduleapproximation.
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However, the subcomponentdgiffer in thatthefocusis on the certaintyassociatedavith the expectedvalues
of thequality, cost,anddurationdimensiongatherthantheexpectedvalueshemseles.Considethequality
case.The generalideais to reward agentschedule®r alternatves basedon how likely it is thata quality
valuethatmeetsor exceedsthe expectedvaluewill actuallyoccur’ Thereasorfor this is semantic- more
quality is alwaysa goodthing. Agentsor agentclientswill not mind if the resultingquality is greaterthan
predicted Only if theresultingquality is lessthanpredictedwill therebeanissue.Certaintyaboutcostand
durationis computedsimilarly, albeitthatwhatis “good” is reversed- lesscostandlessdurationaregood
things,thus,the probability of the agentproducinga resultin lesstime or at a lower costis combinedwith
the probability of obtainingthe expected(predicted)costor duration.

Thuswe computethe probability that the quality, asexpressedy the discreteprobability distribution,
is greaterthan or equalto the expectedvalue, we then normalizeand scalethe probability as with the
previouscomponentsand nally multiply by the proportionof pointsallocatedo thecertaintyquality slider.
Considera partial example,if anagentschedulenasa simple quality distribution thatdenotes25% of the
time 0 qualitywill resultand75%o0f thetime quality 10will result,its resultingexpectedquality valueis 7.5.
Contrasthiswith aschedulevhosequality distribution denoteshat50%of thetime 0 quality will resultand
50%of thetime 15 quality will result;its expectedquality is also7.5.However, the probabilitythatthe rst
schedulewill generate quality valuegreaterthanor equalto the expectedvalueis .75whereaghe second
schedules probabilityis only .50. This is the gist of the certaintyrating subcomponents the morecertain
thattheexpectedvalue,or abettervalue,will occur thegreateithereward(andthemorelikely aschedulas
to beselectedor performancdy theagent) Thecalculationprocedures similarto theraw qualitygoodness
procedurgresente@bove, thoughthefocusis alwayson probabilitiesandprobabilitiesof theitemsbeing
ratedarenormalizedusingthe derived min andmax probabilitiesfor the set.For example,the computation
to computethe quality certaintyrating subcomponenis shavn in Equation2. In the equation, denotes
the quality distribution of theitem beingrated(scheduleor alternatve),  denoteghe expectedvalue of

the quality distribution, determineshe probabilitythatquality exceedshe expectedvalue,
_ denoteghelowestobseredinstanceof and _ denotes
the greatesbbsered instanceof . The othercomponentscalethe rating accordingto the

weightgivento theassociatedlider

Thecertaintythresholdratingcomponentiffersfrom thegenerakertaintycomponenin thatthebound-
ariesarenotdeterminedy examiningthe candidatesetof itemsbeingconsideredbut are,insteadspeci ed
by theclientor otheragentcontrolcomponentExceedinga particularcertaintythresholdesultsin thesame
utility regardles®f how faraparticulantemexceedghethresholdTheinitial conceptualizationf thiscom-
putationincludeda relative scalingcomponentij.e., the fartherthe distanceabove the threshold the more
utility. However, this resultedin a mismatchbetweenexpectationsandresultsas certainschedulesvould
receve greaterutility from boththeraw certaintybankandthe certaintythreshold$ank.The computation
is againcomputedy iteratingover thesetof candidatetemsandcomputingutility subcomponent®r each
of the dimensionsthe subcomponentare thenagainsummedto producethe certaintythresholdsating
componentTo illustrate the generalcertaintythresholdcomputation considerthe quality subcomponent
computation:

" An alternateinterpretatioris to determinethe probability thatthe actualvaluewill fall nearthe expectedvalue,on the upside
or thedownside.
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4.2. INCORPORATING UNCERTAINTY IN THE DESIGN-TO-CRITERIA PROCESS

Uncertaintyis integratedinto the processof scheduleproductionin two primary ways. First, certainty
preferencespeci edin thegoalcriteriaaremappednto utility valueswhich areusedduringthescheduling
procesdo focusproductionon schedulesnd scheduleapproximationghat bestaddresghe agents goals.
If the objectve is to producehighly certainresults,the schedulemill thusevaluatethe differentstatistical
trade-ofs of differentpossibleactionsaccordingly perhapgroducinghighly certainschedulesvhoseex-
pectedquality is somavhatlower thanthe maximumpossiblequality for the taskstructure This propertyis
in somesenseautomaticasintegrating certaintypreferenceto the criteria changeshe choicesmadeby
the schedulethroughoutits proces$; differentchoicesof differentoptionsbasedevaluationthatincludes
certaintytrade-ofs resultsin a differentsetof nal agentschedule$. The seconduseof uncertaintyin
the main schedulingoroductionprocesss moredirect. Throughthe additionof uncertaintyto the TEMS
modeling framewvork and the agents goal speci cation, the schedulercan do additionalanalysisduring
schedulgroductionto explorealarger, different,agentschedulespaceNamely whenuncertaintyreduction
is importantto the agent the schedulecanconsideredundantctvities for taskachiezementandconsider
moving uncertairactvities earlierin thescheduldo leave moretime for recovery if theagentshouldattempt
anactionandencountefailure.

In ordertoillustratethe rst typeof integration,that o wing from thegoalandutility speci cationpair, it
is necessaryo describecertainaspect®f the schedulingorocessUnlike traditionalschedulingaskswhere
the primary issueis how to order a particularsetof methods,Design-to-Criteriamust also considerthe
mary possiblecombinationsf alternatve approachefor achiezing the agents high-level task.Priorto the
procesof building scheduleswhich is the traditionalmethod-orderingchedulingoroblem,the scheduler
mustenumeratéhe differentwaysthatthe agents high-level taskscanbe achiered. Each*way” is a cheap
to computescheduleapproximationcalled an alternative Alternatives containunorderedsetsof methods
and estimatedor the quality, cost,and durationdistributions that would resultfrom building a schedule
from thealternatve. Alternativesdiffer from scheduleén thatthe orderingfor themethodshasnotyetbeen
de ned andthe attribute estimatesre computedwithout regardfor comple taskinteractionsor individual
task-centriconstraintdik e harddeadlinesThis approximatioris necessarpecausén orderto evaluatethe
individual constraintsaandinteractionsall the othermethodsin the potential schedulemustbe evaluated.
The problemis circular— to evaluatemethod in onealternatve may requirethe evaluationof methods

and , thatarenotin saidalternatve, which may in turn requireevaluationof and , alsonotin the
alternatve, andsoforth. In essencefull evaluationof a given methoddragsin the worst-caseexponential
combinatoric®f thegenerall EMSagentschedulingoroblem hencetherelianceon anapproximatiorthat
givesafeelfor the partialsolutionspaceatthelocal node.

Alternativesareconstructedottom-upfrom theleavesof thetaskhierarchyto theagents top-level task
node,i.e., the alternatves of ataskare combinationsof the alternatvesfor its sub-tasksFigure 10 shavs

8 For example, choices made at interior nodes, choices made at the root node, choices pertaining to which schedule
approximationr partialapproximationgo develop, etc.

® Thisalsoillustratesthestrengthof integratinga separatelynamicspeci cationof anagents objectivesinto thecontrolproblem
solvingprocessAs discussedptherattributesandothertrade-ofs couldeasilybeincorporatednto the criteriain asimilarfashion.
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Figure 10. Alternative Setsfor the Agent's TasksLeadto Cumbersom€&€ombinatorics

the alternatve setgeneratiorprocesgor a smalltask structure Alternatves are generatedor the interior
tasks and andthenthesealternatves arecombinedto producethe alternatve setfor the root task,

. The complity of the alternatve generatiorprocesss pronouncedA taskstructurewith  methods
leadsto possiblealternatvesat therootlevel. We controlthis combinatoriacompleity by focusing
alternatve generatiorand propagatioron alternatvesthat are mostlikely to resultin scheduleghat meet
the spirit of the agents goal criteria; alternatves that arelessgoodat satis cing to meetthe goal criteria
areprunedfrom intermediatdevel alternatve sets.For example,a criteriasetdenotingthat certaintyabout
quality is animportantissuefor theagentwill resultin the pruningof alternatvesthathave arelatvely low
degreeof quality certainty

After the alternatve setfor the agents high-level taskis constructeda subsetof the alternatves are

selectedfor scheduling.Again, compleity is the issue.For alternatves that have  methods,schedule
constructionvia exhaustve search, , Is not feasibleand even our low-order polynomial heuristic
approacH47] precludesouilding scheduledor all alternatves. Satis cing with respecto the agents goal
criteriais usedat this stageto selectthe alternatves that are mostlikely to leadto scheduleshat t the
criteria, i.e., mostlikely to lead to good agentschedulesAs with alternatve generationjf uncertainty
is importantto the agent,scheduleghat reduceuncertaintyin the desireddimensionswill be produced.
Using the heuristicapproachselectedalternatves are scheduledy iterating over the setof unscheduled
and unorderedcandidatemethodsand passingeachmethodthrougha setof rating heuristics.The rating
heuristicsenforcehardconstraintandexpresspreferencever therelaxationof soft constraintse.g.:

Enforcehardtaskinteractiondike enablesanddisables.

Enforcehardresourceconstraints.

Enforceearlieststarttimesanddeadlines.

Try to take advantageof positive soft non-localeffects,wheredoing one actiity beforeanotherm-
provesoverall utility.

Try to avoid negative soft non-localeffects,wheredoing oneactvity beforeanotherdegradesoverall
utility.

Try to satisfyexternalcommitmentsnadewith otheragent$® andavoid violating them (wherecom-
mitmentshave varying degreesof importance).

Try to coordinaté! over soft-deradationstyle resource&onsumptiorandproduction.

Focusingis Design-to-Criteria key to copingwith the combinatoricandproducinggoodschedule$or
the agent.This focusingmethodologyis analogoudo generatingonly portionsof the spaceof possible
schedules- or akin to control using an approximateMDP (discussedurther in Section7). Figure 11

10" ApplicablewhenDesign-to-Criterids usedin amulti-agentcontet. In general Design-to-Criteridnterfaceswith anexternal
multi-agentcoordinationmodule,e.g.,GPGP[9, 11] or the keys module[48], that proposesandforms commitmentswith other
agentgo handlethetemporalsequencin@f interdependertasks.

11 Also applicableonly in amulti-agentcontext.
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illustratesthe schedules ability to focusprocessingn the goal criteriaathand.The gure shavstheroot-
level alternatve setsgeneratedor two differentcriteria speci cations;onewhereraw quality is the only
factorof importanceandonewherecertaintyaboutquality is the only factorof importanceo theagent.The
agenttaskstructurein questionis moderatelycomplex andhasapproximately possiblealternaties
attherootlevel if focusingis not usedto reducethe numberof alternatvesgeneratedWhenquality is the
only factor thealternatvesgeneratedhave a high expectedguality but alsoconsiderablguality uncertainty
In comparisonthe alternatves generatedor the quality certaintycasehave lower expectedquality but a
muchhigherdegreeof certainty The distributionsarestatisticallysigni cantly differentin boththe quality
andquality certaintydimensionspne-tailedt-testsrejectthe null hypothesiof equivalenceatthe .05 level.
If athird casewherequality andquality certaintyareequallyimportant(omittedfor clarity), wasaddedto
the gure thealternatveswould fall partly in the quality only rangeandpartly in the certaintyonly range;
theoverlapis dueto thepropertieof thetaskstructurevherehigh quality methodgendto beuncertainand
high certaintymethodsendto have low quality. In this third case the highestranked alternatve would be
thesameasthe highestrankedin the certaintyonly casebecausét hasthe highestcertaintyto quality ratio.

M BestAlternative for High Quality Case
* x )&@( H x Alternative for High Quality Case

@ BestAlternative for High Certainty Cag
+ Alternative for High Certainty Case
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Figure 11. AlternativesGeneratedor Two DifferentAgentCriteriaor Goal Sets

As discusseckarlier in additionto the criteria driven role of uncertainty the schedulercan also take
a more active role in uncertaintyreductionby generatingalternatves that contain more than one way
(otheralternatves)to achieve varioustasks.Thisredundang avoredagentschedulingnayseneto reduce
uncertaintyandit providesthe schedulewith moreoptionsto consider This is critical in somesituations
involving harddeadlinebecausén theeventof afailurethereis notalwaysenoughimeleft to try adifferent
solutionapproachij.e., oncecommittedto a courseof action,it is sometimegoo lateto reschedulandtry
againif the agentencountergailure. Considera brief example.Figure 12 shavs an agents taskstructure
fragmenttherelevantmethodattributes,andtwo schedulesTheresultsgeneratedy TaskA arenecessary
for TaskB andthereis aharddeadlineof 30 minutes Scheduld containsnoredundang having onemethod
for achieving TaskA andonefor achieving TaskB. Schedule containsredundantethodsfor achieving
TaskB andusesa lower quality but more certainand fastermethodfor achieing TaskA. If Schedulel
is executedand methodAl fails, 20 minutesare wastedand thereis not time to rescheduleand execute
methodA2 followed by eitherB1 or B2 prior to the deadline Additionally, if methodB1 fails thereis also
nottime for the agentto reschedulendexecuteB2. However, if Schedule? is executedwe areascertain
aspossiblethattheagentwill generatesomeresultsby thedeadlinebecausé\2 is very certainandtheless-
certain-lut-highe-qudity B1isfollowedby themore-certain-bt-lower-quality B2. Consideringincertainty
in conjunctionwith redundanciess clearlyimportantin somesituations Whenthe redundang alternatve
generatiorfeatureis used,the alternatvesthat containredundantctiities areaddedto the alternatve set
andcomparedo the goalcriteriain the samefashionasthe non-redundanalternatves. Thus,thescheduler
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continuesto focus processingon alternatves that bestsatis ce to meetthe agents overall goal criteria—
uncertaintydoesnot dominatethe evaluationmechanisnunlesssospeci ed by theagents goalcriteria.

a_min() Schedule 1
____eFak%s____>
g_max() 57 Schedule 2
Quality (50% 0)(50% 4Quality (100% 1) Quality (25% 0)(75% 30Quality (100% 12) Bl
Duration (100% 20)  Duration (100% 10)Duration (100% 10)  Duration (100% 10) =50 &:'3% i
eadline

Figure 12. Redundangin AgentSchedule€anBe Critical

It is importantto note that the existenceof a redundanimethodin a scheduledoesnot meanthatthe
redundantmethodwill be executedevery time by the agent.The executionof saidmethodis dependenbn
thereschedulindriggersor envelopesassociatedvith the agents scheduleThe existenceof the redundant
methodin the schedulaedoesimply thatthe schedulecanbe executedrom end-to-endvithout rescheduling
to recover from particularerrors.However, oneof the mainbene ts of includingredundang in theagents
schedulds analytical— it enableshe scheduletto evaluatethe performancecharacteristic®f a problem
solving episodethat includesmethodfailure and recovery insteadof simply assumingno failure. When
viewedin thislight, redundang is avery weakform of contingeng planningandis relatedto thesecondary
contingenyg analysisalgorithmspresentedn Section5.

Modelinguncertaintyimprovesandempaversotheraspectof the agentschedulingorocessaswell. In
environmentswherereschedulings undesirabléheschedulecanusetheprobabilitydistributionsto design
morefaulttolerantscheduled-orinstanceif faulttolerancewith respecto durationis desiredthescheduler
canbuild scheduledy estimatingmethodexecutiontimesusingthe 95th percentiledurationvaluerather
thantheexpectedvalue.In this situation,uncertaintyabout nish timesstill getspropagatedhroughouthe
scheduleput timing assumptionarebasedn a highervaluethatis by de nition very certain.

The uncertaintyrepresentatiocan alsoimprove the probability that little agentwork is wastedin the
eventof a mid-scheduldailure. Becauseof taskinteractionst is possiblethata methodfailure anywhere
in theagents schedulecanvoid all thework doneup to that point. Modelinguncertaintymalkesit possible
for the scheduleto move the highly uncertainactvities toward the front of the schedulethusreducingthe
likelihoodof doing materialwork thatis voidedlaterin the scheduleThis canbe achiered througha new
methodrating heuristicthat gives preferenceo methodsthat have someprobability of failure andinteract
with other methods— or methodsthat have a probability of failure and are particularlyimportantto the
agents overall scheduleWe will forgo furtherexplorationof thisideain the contet of themainscheduling
processastheseconcepthave contributedto a secondarygontingeng analysisphasealiscussedn detailin
Sectionb.

4.3. IMPACT OF UNCERTAINTY TO THE COMPUTATIONS AND SCHEDULE MODELS

Theimplicationsof the additionof uncertaintyto the TAEMS modelingframewvork arenot all positve — at
leastnot from a computationakxpensestandpointMaintainingandperformingcalculationswith distribu-
tionsis inherentlymoreexpensve thanworking with singleexpectedvalues Additionally, distribution sizes
generallygrow ascomputationgrogressFor example,combiningtwo discreteprobability distributions,
wherethedistributionshave and pairsrespeciiely, resultsn adistribution having

pairs(thoughlike valuesmay be combined) While this doesnot changethe
combinatoricof the schedulingorocessit addssigni cantly to the constantermsinvolved, evenwhenthe
distributionsaresize-limitedandcompacted? periodically

12 Compactioncan leadto a loss of information and the introductionof estimationerror into the computation.However, the
estimatiorerroris generallysmallanddoesnot adwerselyaffect the decisionprocessessedin the scheduler
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Anotherdownsideto the additionof uncertaintyto TAEMS models,andits incorporationinto the agent
schedulingorocesstself, is thatit invalidatesa particularindependencassumptiorthatenabledocal eval-
uationof primitive actions Saidindependencassumptiorsimpli es calculationsandsasesconsiderablyn
the computationaéxpenseof reasoningabouttaskinteractionsTheassumptioris simply thatthe effectsof
ary active nlescanbeaccuratelyre ectedin thedistributionsof thenodethatis onthereceving endof the
nles.Implementationallythis meanghatwheneer the context changesandnlesbe comeactive, or switch
to aninactie state the distributionson therecipientnodeareupdatedo re ect this state With theaddition
of uncertaintyto thetaskmodels this assumptiomo longerholds.

g_min( q_min( q_min
" enaies [ M2 ] " enaies [ M2 ] " erabies [ M2 ]
Quality .5 Quality 1.0 Quality 0 Quality 0 Quiality .5 Quiality 1.0
(a) InputTask Structure - Bécts Not () Neither Method Scheduled &fts () Both Methods Scheduled -feits
Yet Propagated Propagated Propagated

Figure 13. IndependencéssumptionValid with Expectedvalues

Figurel3illustratesthe assumptiorunderthe expectedvaluecase Figure13(a)shavs theinput TAEMS
taskstructure;the effectsof interactionsarenot yet propagatedo effectednodes.n the structure method
enables  andthe two methodsare joined underthe g-min() gaf; thus the quality of is the
minimum of the qualitiesof and . Prior to schedulingeither method,Figure 13(b), the expected
quality of is zero,the expectedquality of is zero,thus alsohasan expectedquality of zero.
Once isscheduled, 'sexpectedqualitybecomesb.At thispoint,theenablesilebetween and
becomeactveand  'spotentialquality, thatwhich canresultif it is scheduledpecomed.. Sincethereis

no probabilitythat ~ mayfail, is eitherenabledor it is not. When  is scheduledFigure13(c),its
qualityre ectstheassumptionhattherequirednputwill beavailableandthat  will producetheexpected
result.In this case, 'squalityis andis correct.Thisis theindependencassumptiorat

work; the samepropertyholdsfor softinteractiondik e facilitation or hindering.Additionally, the property
holdsfor chainsof suchrelationships- somethingthat often occursin agentsupply chain management
problems[49]. Implementationallythis meansthat eachtime a methodis scheduledthe effects of the
outgoingnlescanbere ectedandpropagatedhroughouthetaskstructureandthenthenle maybeignored.
13

g_min() T_min() g_min(
" enabies [ M2 ] " enabies [ M2 | " enabies [ M2 ]
Quality (50% 0)(50% 1) Quality (100% 1) Quality (100% 0) Quality (100% 0) Quality (50% 0)(50% 1) Quality (50% 0)(50% 1)
(a) InputTask Structure - Edécts Not (b) Neither Method Scheduled fédts (c) Both Methods Scheduled -fEfts
Yet Propagated Propagated Propagated

Figure 14. Independenc@ssumptioninvalid with UncertainModels

However, with theadditionof uncertaintyto themodelnlesarenolongerbinary i.e.,they arenotsimply
active or not. Instead thereis someprobability thatthey will be actve andsomeprobability thatthey will
beinactive. Figure 14(a)shavs the sametaskstructureenhancedvith the discreteprobability distribution
representatiorPriorto beingscheduledthereis noprobabilitythat  is enablecandthusboth  and

13 Thisis not quite accurateDuring schedulingmary differentcontexts are exploredandthe computationsare repeatednary

times. However, when constructinga given schedulepncea methodis scheduledthe computationsdo not needto be repeated
undertheindependencassumption.

a.tex; 5/11/20083; 13:43; p.26



27

have zeroexpectedquality asdoes , Figure14(b).However, once  is scheduledt mayproduce
quality 50% of thetime andfail 50% of thetime. We re ect this possibilityin the potentialquality distribu-
tionof method ,i.e,,if is scheduledFigure14(c),50%of thetime it will nothave therequiredinput

and50% of the time will succeedand producethe requiredinput. The propagatiorof the probability
of not having the requiredinput is valid, but, the independencassumptiomo longerholds. Considerthe

quality of if bothmethodsarescheduled. and  eachfail 50% of thetime, thus 's quality
distribution is: :
After combininglike values(zeros),the distribution becomes: andits
expectedvalueis .25. Thisis inaccuratédbecause failsiff  failsto producetherequiredresultand

fails to producesaidresult50% of thetime. Thus, shouldonly fail to obtainquality 50% of thetime
andtheremainderof thetime it shouldobtain , resultingin anexpectedvalueof .5. With the

additionof uncertaintyandtherepresentationf someprobability of failure,theindependencassumption
no longerholdsbut insteadeadsto overr-emphasi®n failure effectsthroughouthe taskstructure(  and
maybewidely distributedin the structure).

Thenle-efect-re ectiontype of calculationis performedanenormousiumberof timesduringschedul-
ing. For a moderatelysizedtaskstructure,it is not uncommonto performhundredsof thousandf dis-
tribution combinationoperationsn a single schedulingepisode .To maintainef ciency, the independence
assumptions left in placeduring estimation,approximationand methodsequencingHowever, oncethe
setof candidatescheduless producedgachschedulas re-evaluatedusinga tree-basedh-context analysis
approachhatcorrectghe estimationerrorsin thecomputationfFigure15. Thecompleity of thetree-based
analysisis driven by the frequeng of methodfailure within a given scheduleandthusis occasionallytoo
expensve evenwhenusedin this limited context.

uality =0

M2 quality
failure branch Tasky qjity = MIN(0,0) N 0
probability = .5 . weight and mege

M quality =0 .
. = 0, 0,
1 quality =0 Taskyyality = (50% 0),(«50 0% 1)

success branch ,/’
propabiiy =3 quality = 1 -7 weight and mege

Mo .

Taskyqjity = MIN(L1) = 1

Figure 15. Accurate,Contetual, ExecutionTreeComputatioris Expensve

The addition of uncertaintyalso affects agentscheduleconstructionand reasoningaboutstarttimes,
nish times,costlimits, anddeadlinesSincemethodsnayhave arangeof possibledurationsasschedules
are constructedthe uncertaintyassociatedvith the durationsmust be propagated- methodsno longer
have single nish timesbut insteadhave distributionsof possible nish times.Additionally, sincemethods
are serializedwhen scheduledthe uncertaintyof the methodsscheduledeforea given methodaffect its
starttime (a distribution) andconsequenthalsoits nish time distribution. This complicatesnatterswhen
determiningwhetheror not a particularmethodwill completebeforea deadline or whetheror nota result
will be available to satisfy a commitmentmadeto anotheragentby the desiredtime. We leveragethe
improved modelsin thesesituationsto reasonaboutthe probability of violating or satisfyinga particular
constraint.

Considerthe deadlinecase;f a methodproducesa resultaftera harddeadline the resultis considered
valuelessandthusthe methods quality resultis zero.Whenreasoningaboutdeadlinesrom an uncertain
perspectie, we re ect the possibility thata given methodwill exceedits deadlineby modelingthe effects
of thisviolationin its quality distribution. For example,Figure 16, if hasa 10% chanceof exceedingts
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deadlinethedensitief all themember®f its quality distribution aremultiplied by 90%(thusre-weighting
theentiredistribution) anda new density/ valuepairis addedo thedistributionto re ect the 10%chanceof
returningaresultafterthedeadline Theleftmosthistograndescribes  'sexpectednish time,themiddle
histogramdescribes 's unmodi ed quality distribution, and the rightmost gure shavs the modi ed
quality distribution afterre-weightingandmeiging with the nenv pair. This quality-based
re ection is importantbecausé improvesthe schedules ability to reasoraboutharddeadlines.

40 = 30

Exceeds

7 Deadline ; 90% Densit]
] 7 10% of theTime 1 100% Densif 1[E0% Density
T T 1
5 10 15 20 50 100 o s Quality
FINISH_TIME ) QUALITY Histogram OF Modified Quality
Histogram OF Finish_Time - Method Mx Histogram OF Quality - Method Mx Method Mx

Figure 16. Re ecting Probabilityof MissingDeadlinein MethodQuality

4.4, SCHEDULING TO REDUCE UNCERTAINTY FOR THE AGENT WITHIN DESIGN-TO-CRITERIA

To illustrate the bene t of modelingand using uncertaintyin the main Design-to-Criterigprocessjet us
considerthe problemof custombuilding schedulegor two differentagentgoalcriterionfrom amoderately
comple taskstructure.The task structurehasmethodsthat fall into threegeneralcategyories.1) Methods
thathave high expectedquality valuesalsotendto take longerandarehighly uncertainin boththe quality
anddurationdimensions2) Methodsthat have low expectedquality alsotendto take lesstime to execute
andaremore certainin both the quality anddurationdimensions3) Methodsthat have mediumexpected
quality alsotake a moderatdime to executeandaremoderatelycertain.

The high-quality-lut-uncertain methodsmodelinformationgatheringtasksthatarerisky but alsohave
a probability of alarge informationpay-of. For example,agentmethodsof this typemay nd information
abouta software productby submittingmultiple queriesto Infoseekand Altavista, going to the URLSs,
retrieving multiple documentgrom eachsite, and processinghem.As the informationlocatedcanrange
from usefulnew informationwith wide-scaleami cationsto utterly uselessnformationthatis notrelevant,
thereis the probability of big pay-ofs andalsothe probability of zeroor poor results.Sincemethodsof
this type usea large amountof active web searchon sitesthat are unknavn a priori, predictedduration
is alsolong and uncertain.The low-quality-lut-more-cetain methodsmodelinformation gatheringtasks
whereinformationis retrieved by the agentfrom individual sitesthat are knovn and modeled.Sincethe
informationis predictedto be fairly narrav in scope,thesemethodslack the potentialfor big pay-ofs,
however, sincethe methodssearchonly onesiteandthesitein questions modeleddurationsareshortand
fairly certain.Themiddle-quality-middle-ertainty methodsemplg/ combinationf thesebehaiors.

Sincethe rst agentclient (a humanwho is determiningthe agents goal criteria), Client A, is planning
otheractvities basedn the predictedoutcomeof schedulexecution this clientis interestedn bothsched-
ule raw-goodnessand schedulecertainty In the raw-goodnesslider bankthe quality slideris setto 75%
andthe durationslider setto 25%, i.e., overall quality is 3 timesmoreimportantthanoverall duration.In
the uncertaintybankthe quality anddurationslidersareeachsetto 50%, meaningthat certaintyaboutthe
estimatedjuality andcertaintyaboutthe estimatediurationareequallyimportant.The metasliderfor raw-
goodnesss setto 40%andthe metasliderfor uncertaintyis setto 60%,denotingthatuncertaintyreduction
is 1.5timesmoreimportantthanraw schedulggoodnessUnlike Client A, theagents otherclient, Client B,
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hasmuchsimplerneedsandis only interestedn raw-goodnessAs with Client A's goalsfor the agentthe

raw-goodnesgjuality sliderfor this clientis setto 75%andthe raw goodnesslurationslideris setto 25%.

Themeta-sliderfor raw goodnesss setto 100%denotingthatraw goodnesss the only issueof importance
to this client.
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a. Alternativesfor A andB b. Probabilityof Expectedvaluesof Alternatives

Figure 17. AlternativesandProbabilitiesof PossibleCoursef Action for the Agent

Figure17.ashavs the expectedquality and expecteddurationof the top-level alternatvesfor the agent
generatedor ClientsA andB; intermediatealternatve setswere prunedaccordingto the goal criteria as
discussedgreviously. Despiteboth clients settingthe raw quality and durationslidersto the samevalues,
Client B's alternatves always have higherexpectedquality and higher expecteddurationthanClient A's.
Sinceneitherclient is using hard deadlinesthis is attributableto Client A's emphasin certaintyabout
quality and certaintyaboutduration.Figure 17.b tells the rest of the story As Client A put 60% of the
overall weighton certaintyin the quality anddurationdimensionsthe alternatves generatedor the agent
whenworking for Client A trade-of betweenraw quality, raw duration, quality certainty and duration
certainty ratherthan just trading-of quality and duration.Figure 17.b also shavs the price of B's high
expectedguality — the expectedvaluesarealsopredictedo be muchmoreuncertainthanthoseof Client A.

Thequality anddurationattributesof theagentscheduleproducedrom asubsebf thesealternatvesare
similar to the attributesof the alternatves. In this case the estimatesontainedn the alternatvesarefairly
good indicatorsof the schedulegproducedfrom the alternatves. This indicatesthat subtaskinteractions
in the alternatves generatedand targetedfor schedulingwere fairly simple and generallyinvolved hard-
precedenceonstraintsin keepingwith intuitions, the highestratedscheduldor Client B is thatwhich has
the highestexpectedquality with respecto duration.However, ClientA's “bestschedule’hasareasonably
goodquality for its expecteddurationanda high degreeof certaintyaboutits expectedquality andduration
values.

Thequality anddurationresultsof the agentexecutingthe bestschedulegor eachclientthirty timesare
shavn in Figure 18. Whereasagentexecutionsfor Client A produceda tightly spacedsetof quality and
durationvalues,executionsof Client B's highly uncertainscheduleproduceda wide rangeof results.Of
thethirty runs,Client A's resultsmeetor beatexpectationsn the quality dimension90% of thetime, in the
durationdimension50% of the time, andin both the quality anddurationdimensionss0% of the time. In
contrast,Client B's resultsonly meetor beatquality expectations53% of the time, durationexpectations
16%of thetime,andbothdimensiongombinedl3%of thetime. Additionally, theuncertaintyin B'squality
dimensiorincurredmorereschedulindgpecaus®f methoddailing to returnary results(problematidecause
of taskinteractions)On averageB's schedulerequiredagentreschedulind?.1 times per eachexecution,
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with avarianceof .71,whereasA's only requiredl.2 agentreschedulingsn averagewith avarianceof .21.
The 25% trimmedmeanbringsout the contrasteven more— B's reschedulingverageremains2.1 but A's
25%trimmedmeandropsto 1.0,denotingno reschedulingluring execution.
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Figure 18. Resultsof the AgentExecutingthe DifferentScheduledor A andB

5. Uncertainty-basedContingency Analysis:
Better Scheduledor Agentsin Time / Mission Critical Situations

In theprevioussectionsve exploreduncertaintyasit is integratedinto the standardesign-to-Criteriaagent
schedulingnethodologyHowever, in situationsvhereharddeadlinesxist, amid-scheduldailuremaypre-
cluderecovery via reschedulindpecauseufcient time doesnot remainfor theagentto explore a different
solutionpath.In thesesituationsastrongernalysighatconsidersheexistenceof possiblerecovery options
may leadto a betterchoiceof agentschedulesTo addressuchsituationswe have developeda contingenyg
analysismethodologythatfunctionsasanoptionalback-endon the Design-to-Criterisagentscheduler

The contingeng analysisalgorithmsoperateby examiningthe highly-ratedcandidateagentschedules
producedby the schedulerand exploring failure / recorery scenariodor eachschedulen the set. These
secondaryanalysistools also performmore detailedreasoningaboutthe placementof methodswithin a
schedulen light of the existenceof recovery options.For example,recovery for a given schedulenay be
possibleiff somecritical method is performedrst ratherthansecond.The standardscheduleiis
weaklybiasedowardmoving uncertailmethodsearlierin theschedulebut thedeterminations local, based
only ontheattributesof themethodin questionwhereagshe methodmovementexploredin thecontingeng
analysisalsotakesinto accounthebene ts of methodmovementfrom arecovery perspectie.

This underscoreshe primary differencebetweenthe useof uncertaintyin the main Design-to-Criteria
agentschedulingprocessandits usein the secondaryontingeng analysisalgorithms.To addressesource
limitations andto produceschedulesn interactve time, Design-to-Criterigbuilds and evaluatesschedules
in anindependentashion— the possibility of recosery from a particularfailure is not consideredy the
mainschedulingprocessThisis becauseletermininghe existenceof arecovery optionrequiresmorethan
simply nding an actionto replacethe failure; indeedbecausef taskinteractionsand the combinatorics
of TAEMS models,the processf evaluatingrecovery optionsfully may requiresigni cant computational
expenseg.g.,trying all possiblealternativewaysin which ataskmightbe achieved ( ).
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Thisis truein generakontingencyplanningaswell [5]. In contrastjn thesecondarynalysisalgorithms,
we performmoredetailed contetual, schedulanalysidhasedntheavailability of recovery optionsfor the
agentandthe possibility of failure at key points. This analysisis more expensve, but, in somesituations,
theaddedexpensds warranted For example the proces®of determininga scheduldor anagentcontrolling
a world-classtelescopeadoesnot have to be particularly timely, asthe instrumentis unusedduring day-
light hours,but eveningobseration time is too valuableto waste.In this situation,a detailedanalysisthat
considergecovery optionsis worthwhile.

The MDP-basedptimal meta-controlleconsidersevery possibleoutcomeof the executableactionand
the implicationson achieving the high level goal within the given criteria. Hence,while constructinga
policy, the optimal controller evaluatesevery potential critical (failure-prone)region and prescribeshe
appropriatgcontingentiactionwhennecessaryt doesathoroughanalysisof all possiblecritical situations
andhencecarriesthe overheadthat goeswith suchan analysis.Our heuristic-basedontingeng analysis
is anapproximatiorof the optimal controllersinceit takesinto accountonly highimpactCTER's andhas
arelatively local view of implicationsof methodoutcomescomparedo that of the optimal controller In
Section6, we comparethe performancef the contingeng enhancedTC scheduleto thatof the optimal
policy.

In this sectionwe discusscontingeng schedulingssuesandformalize ve differentmeasuresf sched-
ule robustnesswhererobustnessdescribeshe quantity of recorery options available for a given agent
scheduleln Section6 we thenpresenexperimentscomparingthe useof the contingeng algorithmsto the
standardesign-to-Criteriaagentschedulingapproach.

This work in contingeng analysisof scheduless closelyrelatedto recentwork in conditionalplan-
ning. However, the planning-centriacesearcHocuseson solving problemswhich involve uncertaintyby
probabilisticreasoningaboutactionsand information on the value of planningfor alternatve contingen-
cies[12, 26] andusingutility models[19]. Otherapproachesise partial Markov decisionprocessesnd
decisiontheoreticplanningapproache#, 7] which prunethe searchspaceusingdomain-speci cheuristic
knowledge.[35] describesa partial-orderplannercalled Mahinur that supportsconditionalplanningwith
contingeng selection.The authorsconcentraten two aspectof the problem,namely planningmethods
for an iteratve conditionalplannerand a methodfor computingthe negative impact of possiblesources
of failure. Our work addressesimilar questionswithin the Design-to-Criteriaagentschedulingdomain,
namely:

1. How canwe effectivelypredictthe performanceof an agent's schedulewhenthere is uncertaintyin the
performanceof methodsn the schedule?

2. Whatare thedifferentapproximationgo the execution-timeperformanceneasue andwhenis a speci ¢
approximationappropriate?

[5] discussesan algorithm for a speci ¢ domainnamelya real telescopeschedulingproblemwhere
the stochasticactionsare manageddy a splitting technique Here the Just-In-Caseschedulempro-actiely
managegduration uncertaintyby using the contingentschedulesonstructedby analyzingthe problem
usingoff-line computationsOur contingeng agentschedulingesearchdiffersfrom previouswork in the
following ways:

1. The contingeng analysisalgorithmsusethe Design-to-Criterisagentscheduletto explore mainly the
“good” portionsof the schedulesolutionspace- thatis thosescheduleshat bestaddresshe agents
designcriteria. This senes to constrainthe computationand reducesthe combinatoricsfrom their
generalupperbounds.More importantly the algorithm presentedhereis amenabldo future research
in boundingthe algorithmdirectly, which would enablethe contingeng analysisapproacho operate
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online,asdoesthe underlyingDesign-to-Criterisschedulermakingit usefulfor awider rangeof agent
applications.

2. Contingenyg analysistakesplacein the context of the multi-dimensionaboal criteriamechanisnused
in Design-to-CriteriaThusthe analysisapproachis fully tamgetableto differentagentsituations.e.g.,
situationswherequality shouldbe traded-of to obtainlower costaccompaniedby a harddeadline or
situationsin which quality shouldbe maximizedwithin aharddeadline.

3. Ouralgorithmtakesadwantageof thestructuralpropertieof theinputproblem.Namelythe TAEMStask
structurerepresentatiors usedto constraintheanalysisprocessandto helplimit the explorationof the
searchusedto locaterecovery options.This s in contrastto a simpleexplorationof all primitive agent
actionswithout regardsfor interactionsor for how the actionsrelateto achiezing the agents overall
goal.

- - ey
( Find Reviews on) (O Task
Adobe-Photosho, 1 Method

q_max() \ Subtask Relation
Query Benchin Search & Proceps \ ~, Tasknle
Site (A) Adobe URL(B) -, Resource nle

q (20% 1)(80% 0.5)
¢ (15% 5)(85% 3)
d (80% 6min)(20% 8min)

Query End-User
Benchmarks (A1
q (50% 02(25% 1)(25% 0.5)

C (25% 6)(75% 3)
d (100% 6min)

Process User
Reviews (P)
Find User |— — — — Apply NLP
Reviews (A2) [ enavles (A3)

q (25% 0)(75% 3) (90% 4)(10% 0.5)

¢ (30% 5)(70% 3) € (100% 3)
d (100% 9min) d (100% 3min)

Figure 19. GatherReview InformationOn AdobePhotoshop- A Simpli ed BIG AgentTaskStructure.

In the introduction,we useda simple example describedin Figure 4 to motivate the importanceof
uncertaintyanalysisHowever, thecharacteristicef theexampleandits criteriaweresuchthattherewereno
recovery optionspossiblan the eventof failureof amethod We now consideranotherxampledescribedn
Figurel9whichhasthecharacteristiceequiredo clearlyillustratethe power of contingeng analysisin the
discussiorthatfollows, we usethe latter exampleto exhibit the power of our heuristic-basedontingeng
analysis.We shawv that the bestagentscheduleselectedby the DTC schedulethasno recovery options
in the event of failure while the MDP-basedoptimal policy aswell asthe bestscheduleselectedby the
contingeng-enhaiced DTC schedulehashbuilt-in contingenciedor recovery from failure — enablingthe
agentto meetits objectivesevenif afailureoccurs.

The top-level taskin Figure 19 can be achieved by either completingtask Query-Benchin-Sitg¢A)
successfullyor executingthe methodSearch-Adobe-URI(B), or both. If both A andB are executedthe
maximumquality of thesewo is thequality propagatedo theparentnode(perthe gaf). Thequality;
costanddurationdistributionsfor the executablemethodsdenoteexpectationsaboutmethodperformance.
For instance the quality distribution of method End-UsetfBenchmarksandicatesthat it achieves quality
value of 2 with probability 0.5, quality of 1 with probability 0.25and 0.5 with probability of 0.25.Let's
assume heagents designcriteriais to maximizequality within a harddeadlineof 18 minutes.

The MDP-basedptimal policy for the above problemis shavn in Figure 20. The policy suggestshe
methodsequenceFindUserReiews UserBenbMarks ApplyNLP (A2,A1,A3) asthebestschedulavhen
method FindUserReiews achieres non-zeroquality and FindUserReiews SeachAdobeURL (A2,B)
would beanalternateschedulen theeventof FindUserReiews s failureto achieve quality.
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Figure 20. OptimalPolicy for BIG's GatherReview-Information-onAdobePlotoshopTaskStructure

The Design-to-Criteriaschedulerrst enumerates subsetof the alternatves that could achieve the
agents highlevel task.A subsebf thesealternatves areselectecandschedulesrecreatedusingthe one-
passmethod-orderingechniqueddenti ed in Section4. The setof candidateschedulesare thenranked
usingthe multi-dimensionakvaluationmechanisnj46] which compareshe schedulesstatisticalattributes
to theagents designcriteria.

We will usetheterm expectedower bound(ELB) to denotea slightly modi ed scheduleutility rating
returnedby the standardDesign-to-Criterisschedulerin the ELB computationthe standardutility value
associateavith the scheduldés computedwithoutthe relative scalingcomponentsliscussedn Sectiond.1;
this enablescomparisorbetweenthe ELB for a schedulebelongingto one set,e.g., , anda schedule
belongingto a differentset, . For the purposef illustration simplicity, we will discusghe ELB in this
documentasbeingdirectly relatedto the expectedquality of a given schedulej.e., in this documentthe
ELB is the expectedquality of a given scheduleassumingno reschedulingln termsof the designcriteria
describedn Section4.1, this is equialentto a preferencéor maximizingquality within a given deadline
— no weight or value are given to ary of the other criteria dimensions.The algorithmspresentedn the
following sectionoperateon moreinterestingeriteriasettingshbut, theanalysiss moreeasilyunderstoodf
themetricsarecastin termsof expectedjualitiesratherthanamulti-dimensionabbjective/ utility function.

For the examplein Figure 19, the two possibleagentschedulesare A1,A2,A3 and B . Figure21
describeghe computationof the ELB for the schedule A1,A2,A3 . Considerthe rst entryin the table.
It describeghe casewhenmethodAl achieres a quality of 2, which occurswith a probability of 0.5 as
describedn the TAEMS task structure.Method A2 achieves a quality of 0 with probability 0.25. 4 The
probability of the methodsachierzing thesequalitiesin a singleexecutionis 0.125,givenin column4. The
expectedquality of the schedule A1,A2,A3 is 0 in this case,describedn column5. The durationand
costdistributions and their expectedvaluesare computedin a similar fashion.The ELBs for schedules

Al1,A2,A3 and B areasfollows:

1. A1,A2,A3 : ELB: 0.97(ExpectedQuality)
Quality : (25%0.0) (24%0.5) (17%1.0) (34%2.0)
Duration: (100%18)

2. B :ELB:0.6
Quality: (20%1) (80%0.5)

Duration:(80%6) (20%8)

14 Failure of A2 (wherequality=0) resultsin zeroquality for the scheduledueto theway in which thetaskstructureis de ned,
i.e.,under gafs,failure resultsin zeroquality for the parenttaskaswell. Hencethe quality of A3 is a not a determining
factorandis representedy nil.
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| AL | A2 | A3 || Frequeng | Qualiy ||
| 50%2 | 25%0 | nil || 5%*25%=12.5%| 0.0 |
| 50%2 | 75%3 | 90%4 | 3375% | 20 |
| 50%2 | 75%3 | 10%0.5 || 375% | 05 |
| 25%1 | 25%0 | il || 6.25% | 00 |
| 25%1 | 75%3 | 90%4 ||  16.875% | 1.0 |
| 25%1 | 75%3 | 10%0.5 || 1875% | 05 |
| 25%0.5 | 25%0 | nil || 6.25% | 00 |
| 25%0.5 | 75%3 | 90%4 ||  16.875% | 05 |
| 25%0.5 | 75%3 | 10%0.5 || 1875% | 05 |

Figure21. Eachrow representa possiblgpermutatiorof thequality distributionsof methodsAl, A2, A3 in schedule A1,A2,A3 .
The rst threecolumnsrepresenthe possibleexpectedquality valuesachieved by eachof the methodsAl, A2, A3. The fourth
column shaws the probability of the particularquality distribution combinationoccurringand the last column shavs the nal
expectedquality of theschedule.

Since A1,A2,A3 hasthehighestELB (indeedthehighestratingusingthe standardhormalizeadutility
functions),it is chosenfor executionby the agent.SupposeAl executessuccessfullybut A2 fails (i.e. it
resultsin 0 quality), which it does25% of the time. Thenthe agentcannotexecuteA3 becauset is not
enabled A2 failed) but thereis alsonot sufcient time left for the agentto rescheduleandattemptmethod

B (methodB cannotbeexecutedbeforethedeadline).

Becausenf the one-pasdow-order polynomialmethodsequencingapproachusedby the scheduletto
control schedulingcombinatoricsthe standardDesign-to-Criterieagentschedulewill only produceone
permutatiorof the methodsAl, A2, andA3. However, if the scheduledid producemultiple permutations,
the schedules A1,A2,A3 and A2,A1,A3 would receie the sameexpectediower boundvalue.Hence
the contentionis thatthereis no differencein performancebetweerthe two. However with moredetailed
evaluationof the schedulesit is clearthat A2,A1,A3 allows for recosery and contingeng scheduling
which schedule A1,A2,A3 doesnot permitfor the givendeadlinelf A2,A1,A3 is theschedulebeing
executedandAZ2 fails, thereistimeto schedulenethod B andcompletaaskTG1. Thisclearlyimpliesthat
schedule A2,A1,A3 shouldhave a betterexpectedperformanceatingthan A1,A2,A3 astheschedule

A2,A1,A3 includestherecorery optionfrom failurein its structure.

5.1. CRITICAL TASK EXECUTION REGIONS AND THE APPROXIMATE EXPECTED UPPER BOUND

In our example,task A2 hasan enablesnon-localeffect aswell as a 25% chanceof failure within its
distribution. We hencepredictthat task A2 could potentially be a critical task executionregion (CTER).
A CTERis a methodthat hasthe potentialto seriouslydegradethe performancecharacteristics® of the

15 A methodcould have uncertaintyin its performanceharacteristicut this uncertaintymight not affect the methods outcome
signi cantly. Werestrictour classi cationof methodsasCTER's to thosewhich have the mostimpactto the schedulgperformance
underlimited durationconstraints.
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(ELB = 0.60; AEUB = 0.60)

FAIL
(freq. 25%)

Figure 22. Scheduléptionsfor IG Task(Figure19)whereRatingsareExpectedQualities

overall schedulef it shouldfail. Wewill usethetermapproximateexpectedupperbound(AEUB) to denote
the expectedquality of scheduleghat are computedwith the CTERSs criticality removed. The AEUB is
de ned formally in the next section—thediscussiorhereis intuitive. Remwing the possibility of failurein
the AEUB enableausto betterunderstandhe implicationsof the potential CTERonN the restof the agent
scheduleFor this example,let us remove the failure possibility from the performancecharacterizatiorof
A2 andreplacemethodA2's 25% chanceof quality O with the expectedvalueof the distribution. Method
A2 henceis assigned quality of 3, with a probability of 1, i.e. for methodA2, Q (100%3). The Design-
to-Criteriaschedulers reinvoked with themodi ed agenttaskstructureandrescheduledlhefollowing are
the AEUBs (expectedqualitiesthatresultwith the possibility of failureremoved) returnedby thescheduler

1. : AEUB 1.29
Quiality : (329%0.5)(23%1.0)(45%2.0)
Duration:(100%18)

2. B :AEUBO.6
Quality: (20%1) (80%0.5)
Duration:(80%6) (20%38)

Thenenv AEUB statisticdescribegperformancesxpectationsf failureis not possible.Therelationship
betweerthe AEUB andthe ELB is a clueto the importanceof the potential CTERto the overall schedule.
In this casetheschedule A1,A2,A3 now hasanexpectedquality valueof 1.29.The
% improvementin quality with respecto theELB is signi cant. This 33%improvementin quality con rms
thatthe possibility of failurein methodA2 signi cantly decreasetheratingof schedule A1,A2,A3 . The
next stepis to considerthe optionalschedulegor the original taskstructureto neutralizethe effect of this
CTER

Thetreestructuren Figure22 presentsll possibleschedulingoptions,includingrecorery scenariosthat
meetthe agents harddeadlineof 18 minutes.Fromthis diagram we seethatschedule does
not have anoptionto reschedulandstill meetthe deadlineif methodAz2 fails. Thuswe considera simple
reorderingof schedule whichis . To assestheeffectsof theagentescheduling
when A2 fails on this schedule A2,A1,A3 , we combinethe ratingsfor schedules
and basedon their likelihoodsof occurrenceSo a schedulestartingwith A2 getsa rating
of — — We usea similar analysisto get the valuesof schedulestarting
with A1l — — andB This type of scheduleavaluationis
whatwe call the approximateexpectedoound(AEB), which is formally de ned in the next section.Note
thatwith this detailedanalysist is clearthatschedule hasbetterexpectedperformancehan
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. However, the ELB computatiorof the Design-to-CriterisschedulereturnsanidenticalELB
for both and asit doesnottake into accountherecovery optionspresentvithin

. Thisleadsusto believe thatthe ELB perhapss notthe mostappropriateperformancenea-
surefor all taskstructuresparticularlywhereharddeadlinesor costlimits (in contrastto soft preferences)
areimportantto theagentandfailureis possible.

TN T T T T T

0 05 1 15 2 05 1 15 2
QUALITY QUALITY

Histogram OF Quality[Simulation-Using-Elb-Measure] Histogram OF Quality[Simulation-Using-Aeb-Measure]

Figure 23. Performancef Expected_ower BoundandApproximateExpectedBoundSelectedschedules

Figure 23 illustratesthis concept.The gure containstwo histogramspne displayingthe quality that
resultsfrom the agentexecutingthe highestratedschedulgproducedy the standardTC agentscheduler
namely , and one displayingthe quality that resultsfrom executingthe modi ed schedule

. Theresultsare presentedn a left to right fashion.In eachcasethe chosenschedulewas
executedl00timesin anunbiasedimulationervironmentin whichthe executionresultsaredeterminedy
samplingfrom the distributions associatedvith the given methodst® Recallthat the standard>TC agent
schedulewill givetheseschedulesdenticalratingsasit doesnot considerrecovery options.The execution
resultsareconsistentvith the claim thatthe schedulesarenot actuallyequialent. The schedulgproduced
by the standardscheduleffails to generateguality about20% of the time and the meanresultantquality
is 0.98.1n comparisonthe reorderedschedulenever producesa zero quality result,asit leavestime for
recovery, andits meanresultaniguality is thussigni cantly higher namely1.96.In broadterms,this means
the scheduleselectedor theagentby DTC will leave theagentwithout aresult(without achieving its goal)
20% of thetime becaus®TC doesnot considercontingencien its analysis.

5.2. PERFORMANCE MEASURES

In this sectionwe formalizea generatheoryrelatingto the agentcontingeng planningconceptgliscussed
in the previous section.The questionwe strive to answerformally hereis thefollowing: Whatperformance
measue is the mostappiopriate estimatorof the actual executionbehaviorof an agent schedulegiventhe
possibility of failure? Our basicapproactis to analyzethe uncertaintyin the setof candidatescheduleso
understandvhethera betterschedulecanbe selectedr an existing schedulecanbe slightly modi ed such
thatits statisticalperformanceoro le would be betterthanthat normally choserby the Design-to-Criteria
schedulerWe accomplishthis analysisthroughthe useof several performancemeasuresAs mentioned
earlier contingeng planningis a heuristicapproachThustheseperformanceneasuregareapproximations
of anoptimalpolicy computationPrior to presentinghe measuresa few basicde nitions areneeded:

1. An agentschedulesis de ned asa sequencef methods

16 Thisis in contrasto otherexperimentsdonewith the schedulernotincludedin this work, in which the ervironmentis biased
in someway or in which theagentseesanimperfector subjectiveview of someobjectivetaskstructure.
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2. Eachmethodhasmultiple possibleoutcomesdenoted , where denoteshe 'th outcomeof method
This is part of the TEMS de nition of methodsor primitive actions.Thoughthe examplesgenerallypresent
methodsashaving quality, cost,anddurationdistributions,methodsactuallymay have setsof thesedistributions
whereeachsetis one possibleoutcome.For example,if method may producetwo classesof results,one
classthatis usefulby method , andoneclassthatis usefulby method , method will havetwo different
possibleoutcomesgachof which is modeledvia its own quality, cost,and durationdistributions. Additionally,
thesadifferentoutcomewill have differentnon-localeffectsleadingfrom themto theclientmethods, and
respectiely.

3. Eachoutcomeis characterizedn termsof quality, cost,andduration,via a discreteprobability distribution for
eachof thesedimensionsaindeachoutcomehassomeprobability of occurrence.

4. is a CTERwhenthe executionof  resultsin outcome which hasa valueor setof valuescharacterized
by a high likelihoodthatthe scheduleasa wholewill not meetits performancebjectives.For instance, isa
CTERIf the probability of the quality of beingzerois non-zero.

5. A schedule couldhave zero,oneor moreCTER'sin it. A generakepresentationf suchschedulewith atleast
oneCTERwould be

6. is thefrequeng of occurrenceof  's, j'th outcomewhere isaCTER.

7. is with its currentdistribution beingredistritutedandnormalizedaftertheremoval of its critical outcome.
In otherwords,the criticality of is removedandthenew distributionis called .

8. If = , then
o= and

The ve statisticalmeasureshataidein detailedscheduleavaluationare:

ExpectedLower Bound (ELB) Theexpectedowerboundrating,of aschedule , is theperformancenea-
sureof aschedulexecutionwithouttakingreschedulingnto consideration47]. It is aexpectedrating
becausdt is computedn a statisticalbasistakingquality, costanddurationdistributionsinto account,
but ignoring the possibility of the agenthaving to rescheduleAs mentionedoreviously, in this paper
to simplify presentatiomf thealgorithmswe will concentrat®nthecasen whichtheELB is only the
expectedquality of a givenscheduleln thegeneralcasethe ELB is theutility valuegeneratedby the
computationgpresentedn Sectiond4.1with therelative scalingaspecof thecomputatiorremoved.

Approximate ExpectedUpper Bound (AEUB) TheAEUB is thestatisticalschedulgatingaftereliminat-
ing all regionswhereagentreschedulingouldoccur Theassumptioris thattherearenofailureregions
andhencethe schedulewill proceedwithoutary failuresandhenceno reschedulingvill benecessary
Thefollowing is aformal de nition of AEUB:

Suppose is a CTERIn the agentschedule andit occurswith frequeny . Let

If , then isa CTER where is apercentagealuethatdeterminesvhena
region shouldbe classi ed a CTERandthusa candidatdor moredetailedanalysis.Thevalueof is
contetually dependenandshouldbespeci ed by ascheduleclient (anotheragentcontrolcomponent
orahuman)Forinstanceif saving on computationaéxpenseas moreimportantto theclientthanhigh
certainty shouldbe high, andthusthe thresholdfor CTERCclassi cationis alsohigh. However, if
certaintyis paramountthen shouldbelow, indicatingthatarny signi cant changen the ELB should
be explored.

For our informationgatheringexample,we seethat . Hence
thereis atleastan30%increasen thescheduleatingif thelikelihoodof failureof A2 is removed.
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Whenthis computations doneon anentirescheduldor all of its CTERS, we call it the Approximate
ExpectedJpperBound.Generalizinghis formulafor k CTERS

The AEUB is thusthebestratingof aschedulen anexpectedvaluebasiswithoutary reschedulindpy
theagent.

In contrast,the optimal policy describeghe next bestaction basedon the executioncharacteristics
of the last actiontaken. Hencereschedulings built within the policy andfailure regionsarearenot
ignoredin the stateexpansion.Hencethe performancecharacteristic®f the optimal policy is more
exactthantheELB andAEUB.

Optimal ExpectedBound (OEB) The OEB is the schedulerating if reschedulingvereto take placeaf-
ter the agentperformseachmethod.Sothe rst methodis executedby the agent,a newv scheduling
subproblemwhich includesthe effects of the methodcompletionis constructedandthe scheduleiis
re-invoked. The rst methodin this new schedulés thenexecutedby the agentandthe stepsdescribed
above arerepeatedHencethe optimalt” schedulds chosenat eachreschedulingoint. For comple
taskstructuresthe calculationwould requirea tremendousimountof computationapower andit is
unrealisticto useit for measuringschedulgperformancen arealor deplo/ed agentsystem.

In mostsituations, sincethe is basedbonrecovery from
afailurewhile assumesofailure.

Sinceour MDP basedoptimal policy doesnot suffer from instantiationeffect(possiblenegative in u-
enceby the choiceof theinitial methodfor execution),the performancecharacteristicef the optimal
policy shouldbethe sameasthatof the OEB.

ExpectedBound (EB) Let be the set of actualquality, cost, durationvalueswhen method is
executedby the agent.After eachmethodexecutionthe schedulas re-rated.If for someschedule
= ,and , i.e. the actual
executionperformancef aschedulas belov expectationthenanew schedules constructedasedn
the partially completeschedule

Sothe EB is the schedulerating whenreschedulingoccursonly whenthereis a possibility for the
partialexecutionof the currentschedulewill fail to meetexpectedcriteriaasa resultof the outcomes
of methodsalreadyexecuted.This computationike the OEB, will requireextensve computational
power. Againin mostsituations,

Theoptimalpolicy generatedby the MDP basednethodnherentlyhandlessmalleffects(accumulation
of belov expectationperformancepndinstantiationeffects. Hencethe policy's performanceneasure
will beasgoodasif notbetterthanthatof the EB.

We arecurrentlyworking on an experimentalkevaluationof this performanceneasurevhich will help
determinewhetherincrementaleffects of non-critical outcomescould leadto a critical state.These
evaluationsaretoo preliminaryto bediscussedn this paper

Approximate ExpectedBound (AEB) It is the schedulerating with reschedulingonly at CTERS and
usingexpectedower boundof thenew stablescheduldor methoddollowing theCTER Thisis limited
contingeng analysisat CTERS.

17 «Optimal” in this caseis meantin a satis cing fashion.In the context of Design-to-Criteriathe “best” agentscheduléfor a
giventaskstructureis not guaranteedo be optimal asthe combinatoricgpreventan exhaustve searchAs it is usedhere,optimal
meanghebestpossibleagentschedulewvithin the spacesearchedby Design-to-Criteria.
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Considera schedule of n methods = . Now suppose is a CTERwith a

frequenyg of occurrenceof . In orderto computethe AEB of the schedulewe replacethe por

tion of theschedulesucceeding , whichis by if thereexistsa
suchthat

The ApproximateExpectedBoundfor thisinstancas computedasfollows:

= - + . Thenew
schedulerating thusincludesthe rating from the original part of the scheduleaswell the ELB of the
new portionof the scheduleThis is basicallythe calculationdescribedvhenthe AEB wasintroduced
in aprevioussection.

Now we describethe generalcasescenarioLet beaschedule of n methods

with k CTERS named . Let therecovery pathavailableat eachCTER be

andeach occurswith frequeng . The AEB of the entireschedulds describedecursvely as
o which canbe

expandedut asfollows:

AEUB

Theabove computatiorproducesnapproximateneasuresincewe usethe

. A betterandmoreexactcomputationwvould beto usethe

. Soif werecursvely re ne the , thescheduleating
approachesghe expectedbound . Thus,the deepetthe recursionin the analysisof CTERS, the
betterthe schedulgperformanceneasureandthe closerit is to the actualperformancaneasuravhen
reschedulingoccurs. This describeghe potentialanytime natureof the AEB computation.Thus,in
mostsituations, andthe by de nition.

The optimal policy takesinto accountnot only the robustnesf the schedulébeingexecutedbut also
that of the contingentschedulesThe AEB if modi ed to reschedulat critical regionsand usesthe
AEB of the new stablescheduleénsteadof the ELB would have a performanceneasureequivalentto
thatof the optimalpolicy.

Herewe would like to addthatall computationgbove arebasecn heuristicsandhenceareapproxima-
tionsincludingthe OEB andEB. We couldde ne AEUB',OEB',EB’, AEB' andELB' whichwouldinvolve
completeanalysisof all pathsby the schedulerTheresultingagentschedulesvould displayhigherperfor
mancecharacteristiceand meetgoal criteria betterbut will alsobe computationallyinfeasibleto generate

[47].

5.3. RESCHEDULING AND RECOVERY ALGORITHMS

In this sectionwe describea genericalgorithmwhich canguarante@ morepreciseperformancevaluation
of schedulesvhenuncertaintyis presenin thescheduleysingthetheorydescribedabore.
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Algorithm for building stableschedules:
Thefollowing is a formal descriptionof the algorithmwhich chooseghe agentschedulehat providesthe
bestperformanceyuaranteetatistically:

1. Let be the bestschedulereturnedby the Design-to-Criterisscheduler
for agiventaskstructurej.e., the scheduleselectedor executionby theagent.

2. Supposé¢hescheduleevaluates scheduleso decidewhichisthebestschedulewhere
andlet Sbethesetof all schedules.

3. hasthehighestELB in

4. Let . Then for all

5. Let bethe setof suchthat f , thenwe computethe

for each
6. Thenew bestagentschedule  istheonewith with thehighestAEB. isguaranteetiemorerobust

whereschedulerobustnessas de ned earlier is a characteristiof a schedulein which the schedule
allows for theagentto recover from executionfailure of oneof the scheduledictions.

Identifying CTER'S:

The AEB is a betterestimatethanthe ELB whenthereis uncertaintyin the agents schedulej.e., there
are CTERs in the scheduleandthereis a possibility for contingeng plans.Earlierwe de ned CTERs as
thoseregionsin the schedulevhich could potentiallyleadto degradationin the expectedperformanceand
examinedCTERs in the context of methodfailure. For example,methodA2 hasa quality distribution of
(25%0)(75%3) — the 25% chanceof failure makesit a candidateCTER Otherfactorsthatmay be usedto
determinewhetheror nota methodis a CTERinclude:

1.

Signi cant variancen thequality distribution: For methodswith a singleoutcomewe look for variance
in thequality distribution of the methodwith respecto the expectedvaluesandevaluateif thisvariance
may critically affect the performancef theschedule.

. Importanceof Non-LocalEffects: Certainmethodsmnay affect overall schedulgperformancendirectly

viainteractionswith othertasks.For example,a givenmethodmight producearesultthathasvery little
quality, but, aresultthatis neededy otherconsumemethodsn thetaskstructure Thefailure of such
a methodmay not impactoverall quality directly, but, indirectly by preventingthe performanceof the
consumemethodsMethodsfrom which interactionsoriginate,or from which importantinteractions
originate,mayalsobe CTERs.

. RelationshipbetweerNon-LocalEffectsandoutcomesfor methodswith multiple outcomesthe vari-

ancein the quality distribution is evaluatedfor eachoutcome,asabove. Additionally, any non-local-

effectsthat aretied to particularoutcomesnustbe examinedfor their importanceto the overall task

structure.When scheduling,eachoutcomehas some probability of occurrenceThus the scheduler
reasondgrom the perspectie of all outcomesccurringwherethe likelihoodof occurencedetermines
the probabilitiesassociateavith non-localeffectsoriginatingfrom particularoutcomesthe uncertainty
associateavith the non-localeffectsis thenpropagatedo therestof the structure.To evaluatewhether
or nota particularmethodmay be a CTERIn this contet requiresthe evaluationof eachoutcomeand

thensomemeasurementf the probability of the outcomeversusthe implicationsof the outcome.The

thresholdsnvolved areanareaof currentwork.

. Smalleffects Hereto CTERdetectionhasfocusedon the criticality of individual methodsHowever,

it is possiblefor a seriesof low frequeng failuresto be spreadacrossseveral methodsin sucha way
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thatno singlemethodis a CTERbut thatthe cumulatve effectsof thefailuresareequvalentto a stan-

dard,localized,CTER This cumulatve aggrgationof small effectsis potentiallyequallyimportantas

method-speci cfailure pointsbecauséhe contributing methodsmay be supportedyy recosery options

aswell. TheOEBandEB computationsn factconsideicumulatve smalleffectsof methodperformance
becausé¢hey entailreschedulingafter every methodexecution,in the caseof the OEB, andin the case
of anervelopebeingviolatedin the caseof the EB. Theissueof whatconstitutesa CTERof this class

andhow to detectsuchCTERsis anareaof futureresearch.

Method reordering:

Earlier we notedthatthe AEB evaluation,unlike the ELB evaluation,views permutation®f the sameset
of methodsasdifferentschedulesWe sawv thatwhile onepermutation A2,A1,A3 permitteda contingent
scheduletheother A1,A2,A3 did not.We describebelown two typesof methodreorderingwithin anagent
schedule:

Simplereordering Considera schedule . Suppose isa CTER Then
if the AEB computationis unableto nd a contingentschedulefor the agentin caseof failure of ,
we will automaticallytry to move  aheadn the schedulewithout affecting ary of the non-localeffects
suchasenabler facilitates.Soif ~ canbemovedaheadof  without affectingary non-localeffects,
we geta new schedule andwe reevaluatethe AEB rating. Our exampleuses
simplereorderingi.e. A2 canbe maoved aheadf Al anda contingentschedulecanbe obtained.This type
of reorderings alwaysadwantageousinceno taskinteractionsarelost by thereordering.The contingeng
analysisalgorithmin this paperconsiderghe impactof moving only one CTER aheadat a time. We plan
to explore the potentiallyinterestingalbeit computationallyexpensve implicationsof reorderingmultiple
critical regionsto differentlevelsin thefuture.

Comple reodering: Considerthe schedule againbut suppose facilitates , whichisaCTER
Also supposewe areunableto nd a contingentschedulen case  fails. Here,we would try to move
method  forwardin the schedulepy ignoring the facilitatesand evaluateif the AEB rating of the new
scheduldusti es the lossof the facilitates.This type of reorderingis not always adwantageousincethe
performanceyainachiezed by it may or maynot make up for the costinvolvedin the detailedanalysis.

Better redundancyestimation:

Therelationshipbetweertheredundang techniquegmplo/edin themainscheduleprocesandtherecor-

ery optionsexploredin this secondargcontingeng analysiss not obvious. With respecto theredundang
techniquescontingeng analysisyields betterestimatorsof agentschedulegperformancéecauset factors
in the probability that recorery optionswill be neededandthe probability thatthey will notbe neededin

contrasttheredundang techniqueemplo/ed by the main scheduleconceptuallyassumeeitherfailure or
succesg$rom a durationperspectie, not the probability of either ConsiderFigure12 from Section4. The
standardschedulemay producethe scheduldA2, B1, B2) thatcontainsembeddededundany, aswell as
schedulg/A2, B1). The schedulesepresentwo extremeendsof the performancespectrumpnein which
B1 is assumedo succeedndonein which B1 is assumedo fail. In the rst case the probability thatB1

mayfail is re ectedin B1's expectedquality andthusin the quality distribution of the scheduleHowever,

the factthatif B1 fails, B2 mustbe emplo/ed, is not re ected in the quality or durationdistributions of

the scheduleln contrast,in the latter case the assumptioris that both B1 and B2 will be executedand
the quality anddurationdistributions of the schedulere ect this. The extra time requiredto executeB2 is

actuallybuilt-in to theschedule.

Regardlessof whetheror not B2 is actually executed,the schedule(A2, B1, B2) is evaluatedon the
assumptiorthatB1 fails andB2 is required.This resultsin anover estimationof thetime (and/orcost)that
is generallyrequiredto obtaina result.In actuality (A2, B1) will sufce 75% of thetime andB2 will be
requiredasarecovery optiononly 25%of thetime. The explorationof this scenarioviathe AEUB andAEB
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computationgorrectlyview thesedifferentpossibilitiesfrom a probabilisticperspectie anddoesnot suffer
from the over-statemenproblemof the main schedulerThe over estimationproblemof the (A2, B1, B2)
scheduldgs importantbecausé maycausehe mainscheduleto selecta differentscheduldor theagentto
perform,i.e.,it is morethanapoorestimatejt maysendthe schedulefandthustheagent)down thewrong
pathentirely The strongercontingeng analysisapproachyields much betterestimatesand consequently
leadsto betterdecisionsaboutwhich schedule(slor theagentto executein thesecases.

An interestingextensionof the evaluationin our exampleis to look at scheduleghat are produced
to resole uncertaintywhich in somecasesnsteadof assumingsuccessassumedailure. Supposen the
InformationGatheringexampletheresultsof taskB is a subsebf theresultsof taskA, if taskA is executed
successfullyln otherwordsthe searchat the Adobe site will provide only redundaninformation,if the
Benchinsite hasbeensuccessfullyqueriedby the agent.Let us assumehatthe agents new criteriais to
maximizequality, a softdurationdeadlineof 18 minutesanda harddurationdeadlineof 25 minutes.

TheDesign-to-Criterisschedulewould thenpresentheagentschedule A2,A1,A3,B asit would have
the highestELB. Soif A2 fails, executionof B would ensurethatthe high level goalis achieved. But the
ELB computatiordoesnt assumeeschedulingf A2 succeedsvhich eliminategheneedto executemethod
B. We know would never be betterthan if A2 succeeded
becausenethodB is redundanandits only effectis to increaseéhedurationof theschedulavhich decreases
the ELB rating.In generaljf the ELB criteriaattachesry signi canceto the durationof theschedulethen
theremoval of actionsfrom theschedulalueto theresultsof prior actionsmakingthis actionredundanill
alwaysincreasehe ELB rating.

The AEB calculationfor agentscheduleghat have built-in contingenciesboth successfulndfailure
action evaluationhasto be modi ed. Normally, contingeng analysisis donefor the failure region. In
this casewherethe contingeng schedulefor failure is a subsetof the existing schedulepneneedsto do
contingeng analysisfor both successand failure possibilities.We extend the formula describedin the
de nition of AEB. Let = be a schedules of n methodswith a
critical region which occurswith frequeng of failure . Let therecorery pathavailable at critical
region be andsupposets a subsebf where producesyuality only if
succeedandthe quality producecdoy is independenof the succes®f . The AEB of theentire

schedulas describedecursvely as

Soin schedule , the exact evaluation of the schedulewould be one which takes both
and into considerationlf A2 is successfulthen the methodsrelatedto failure of

A2 should be eliminated (methodB in this case)while rating . Likewise, if A2 fails, meth-
ods associatedvith the succesf A2 namely A1,A3 should be eliminatedwhile rating . So

6. Experimental Results

Usingthemeasuredescribedibove, effective contingeng planningis acomple processilt involvestaking
into accounta numberof factors,including task relationshipsdeadlinesthe availability of alternatves,
andagentdesigncriteria(i.e., quality, cost,duration,andcertaintytrade-ofs). In this section,we evaluate
the performanceof the contingeng analysistools by comparingthemto the standardDesign-to-Criteria
agentschedulerComparisoris doneby examiningthe Expected_ower Bound(standardschedulemetric)
and the Approximate ExpectedBound (contingeng analysismetric) and comparingschedulesselected
on the basisof thesemetricsto the actualresultsobtainedby executingthe schedulesn a TAEMS agent
simulationervironment.As partof the evaluationprocessyve have partially determinedhe characteristics
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of task structuresand designcriteria that indicatea probleminstancefor which contingeng planningis
advantageoudn this sectionwe de ne the characteristicandexplain why they affect performance.

The experimentsin this sectionwere conductedoy randomlygeneratingask structureswhile varying
certain characteristicsIntuitions of which characteristicsvould lead to structuresthat are amenableto
contingeng analysiswvereusedto seedhesearctor interestingestcasesSincemethodfailureis acrucial
factorfor the contingeng analysisargument,the generatiorof taskstructuresvasdesignedo concentrate
on the varianceof two factors,namely the effects of failure locationandfailure intensity (probability of
failure)within ataskstructure Tenrandomlygeneratedaskstructureclassesverethenmodi ed to varying
degreeswith respectto thesetwo factors.Figure 24 shavs two suchrandomly generatedstructures.in
otherwords,tentaskstructureclasse®r prototypesvereproducedandomlyandthenthesestructuresvere
modi ed to vary the probability of methodfailure andto vary thelocationof the methodfailure within all
possibleagentschedulesThe latter is accomplished/ia non-localeffects and sequencing-relatequality
accumulatiorfunctionsthat force particularactionsto be carriedout at particularpointsin ary schedule
includingtheactions.

The designcriteria in theseexperimentsis to maximize quality given a hard deadlineon the overall
scheduleThis simpledesigncriteriasettingis onethatlendsitself to contingeng analysisasthe existence
of a harddeadline(in contrastto a soft preferenceg.g., soft deadline)may precludeagentrecorery via
reschedulingn certaincircumstanceBecausef the harddeadlinea poorly choseninitial schedulanay
not leave time for the agentto deplg/ recovery optionsandthusthe normal Design-to-Criteriascheduler
may fail to produceresultsin situationswherecontingeng analysishasplannedfor therecovery scenario
and chosenan initial scheduleaccordingly Understandinghe relationshipbetweenmore interestingor
diversecriteria settingsand the contingeng analysisis an areaof currentwork; thoughresultssuggest
that contingeng analysishasbene ts beyond the hard deadline(or hard cost) scenariosFor example,in
someinstancesgontingenyg analysisleadsto resultsin lesstime asthe failure pointsappearearlierin the
schedule.

Q (5% 40.0)(95% 50.0))
C (100% 1.0
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Q ((25% 20.0) (65% 80) (10% 0.0))
C (100% 1.0)
D ((20% 15.0)(80% 10.0))

Q (5% 0.0)(95% 150))  Q ((35% 140.0) Q ((45% 0.0) Q ((80% 10.0) (20% 150))
o 65% 120) 55% 160) o 50% 10.0)(50% 20, Q ((95% 10.0)(5% 0.0))
C (100% 1.0) ( ) ( ) C (100% 1.0) 8 80002 i 0))( ) ¢ (100% 1.0)

C (100% 1.0) C (100% 1.0) !
D ((50% 10.0)(50%5.0)) D (100% 5.0)

D ((50% 10.0) (50% 15)) D (100% 10.0) D (100% 1.0) D ((20% 10.0) (80% 15.0))

Figure 24. SampleTaskStructureA andB
Theresultsfor the experimentsareshavn in Figure 25. For eachtaskstructureinstance 100 simulated

executionavereperformedusingtheagentschedulevith thehighestExpected_ower Bound(ELB)andwith
the schedulehaving the highestApproximateExpectedBound(AEB),i.e., the bestagentscheduleselected
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by the Design-to-Criterischedulewasexecuteda 100timesandthebestscheduleselectedy (or generated
by, in the caseof methodmovement)contingeng analysiswasexecuted100times.Eachrow in thetable
indicatesa different(failure location, failure probability) parametesettingfor the tentaskstructuresgach
row is alsoanaggreationof resultsfor thetentaskstructurenstancesln otherwords,eachrow represents
datafrom an aggr@ateview wherethe ten task structureclasseshave beenmodi ed in a certainway to
producetentaskstructureinstancesOf thetwo factorsusedto differentiatethe taskstructuresn eachrow,
failure location (Lo) (foundin the rst columnof the table)refersto the positionof critical method(s)n
ataskstructureandhencein the scheduleFailureintensity (In) (secondcolumn)refersto the probability
of amethodfailing. Threedifferentclassi cationsof failure locationareusedin the experimentsearly(E),
medium(M),andlate(La).Similarly, threedifferentsettingsor failureintensityareusedin theexperiments,
namely low(L), medium(M)andhigh(H)wherelow is 1%-10%probabilityof failure,mediumis 11%-40%,
andhighis 41%-90%.

For eachprobleminstancetheexecutionresultsproducedy the AEB selectedschedulaverecompared
to theresultsfor the ELB selectedschedulevia statisticalsigni cancetesting.Thethird column,N.H. valid
count identi es the numberof probleminstancegor which the null hypothesisof equivalencecould not
be rejectedat the .05 level via a one-tailedt-test. In otherwords, N.H. valid countidenti es the number
of experimentsfor which the resultsproducedvia AEB are not statistically signi cantly different from
the resultsproducedoy the ELB. Theseexperimentsare omittedfrom subsequenperformanceaneasures.
Generallytheseareinstancesvherethe scheduleselectedy bothmethodologiesrethe samejndicatinga
lack of mary appealingoptionsthatmay sene to lure the standardesign-to-Criterisscheduleaway from
the scheduldhatalsohappendo have recorery optionsassociatedavith it. The eliminationof mary of the
taskstructuress evidencethatit is dif cult to pre-determinavhethercontingeng planningis expedientfor
acertaintaskstructure.

Thefourth columnindicatesthe numberof task structuresof the ten possiblewhosedatais compared.
Thesearetaskstructureghatled to schedulegor the ELB caseandthe AEB casethat producedexecution
resultsthatarestatisticallysigni cantly different,i.e.,the null hypothesiof equivalencewasrejectedatthe
.05 level. Theremainingcolumnscomparehe AEB andELB selectedschedulesexecutionresultsfor the
thesetaskstructuredrom anaggreateperspectie.

Columns ve andeight, titled ContingencyA.Q andNormal A.Q. respectrely, shav the mean,normal-
ized quality thatwas producedby the AEB andELB selectedschedulesespecirely. In otherwords,the
bestschedulgerthe AEB metricwasselectecandexecutedin anunbiasedsimulationenvironment,when
failure occurredhe scheduleandcontingeng-analysis toolswerereinvoked anda nenv scheduleggenerated
that attemptedo completethe task. The resultantquality was measuredindrecordedandthe experiment
repeated 00times.Thesameproceduravasdonefor theELB selectedschedulethoughwhenrescheduling
occurredthe contingeng analysistools werenot invoked (nor werethey invoked in the productionof the
initial schedule).The overall maximumaquality producedby eitherthe AEB or the ELB simulationruns
was recordedand all resultantquality then normalizedover the maximum,resultinga quality value that
expresseshe percentag®ef the maximumobsered quality thata giventrial producedThis procedurevas
thenrepeatedor the othertaskstructurethat producedstatisticallysigni cantly differentresults,andthe
normalizedquality valuesaveraged.Thus,the 0.73512A.Q. from the rst row of Table25, columnfour,
indicatesthat contingeng analysisyielded scheduleshat producedapproximately74% of the maximum
obsenred quality on average.Column seven indicatesthat the standardDesign-to-Criteriaschedulempro-
ducedapproximately63% of the maximumobsenred quality, on averagefor thesamesetof taskstructures.
Thus, contingeng analysisyielded a 14.24%percentagencreasein resultantquality over the standard
Design-to-Criterisschedulerasshavn in column11.

Columnssix andnineshav thenumberof timesagivenselectedcheduldailedto produceary resultfor
theagentwithin thegivendeadlinefor the AEB andELB casesespecirely. It is interestingo notethatthe
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contingenyg selectedscheduldailedto producea resultwith somevhatgreaterfrequeng for rows oneand

ve. Thisis becaus®oththe contingeng selectedscheduleandits recorery optionhadsomeprobability of
failure,though,we do not actuallyconsiderthe failureratein thesecasedo be statisticallysigni cant. The
failureratein row threeillustratestheclassiccasein which recovery beforethedeadlings oftennotpossible
for the scheduleghoserby the standardesign-to-Criterisschedulerwhereast is moreoftenpossiblefor
thescheduleselectedy contingeng analysis.

Columnsseven andten shav the numberof timesreschedulingvasnecessarguring execution.These
resultsare somevhat counterintuitive asthe contingeng analysisselectedschedulegenerallyresultedin
more agentreschedulingduring executiondue to failure. This is becauséhe contingeng analysistools
explorethe possibility of recovery anddo not seekto avoid thefailurein the rst place.Relatedly because
thecontingeng analysisconsiderghe existenceof recorery options,it mayactuallyselectaschedulemore
proneto initial failurethanthe standardesign-to-Criterisschedulebecausehe scheduldhasa higherpo-
tentialquality. For example saytwo schedules and have thefollowing respeciie quality distributions:

and . Theexpectedvalueof is 7.5whereaghe expected
valueof is 7. The standardschedulemwill prefer over becauset hasa higher expectedquality
value (assuminghat the goal is to maximizequality within a given deadline).However, the contingenyg
analysistools might actuallyprefer over if therearerecovery options,e.g., for , because has
the potentialfor a higherquality resultthan . If  hasa quality distribution like , then
the / recoveryscenarichasahigherjoint expectedqualitythandoes alone.Associatinga costwith
reschedulingn the contingeng algorithmscould modulatethis opportunisticrisk-takingtype of behaior.
If acostwereassociatedvith reschedulingtheutility of arecovery optioncouldbeweightedto re ect such
acost.

Thelastcolumnshavs the meannormalizedOptimal ExpectedBound(OEB)of the AEB selectedsched-
ule. This is the measurenvherereschedulings invoked after every methodexecutionirrespectie of the
executionoutcomelt describesheoptimalperformancef ascheduleincethebestpossiblepathis selected
every stepof the way. The quality value shavn is the averageof 100 executionsof the OEB schedule,
normalizedby the maximum obsered quality over all the AEB selectedand ELB selectedschedules’
executions.The OEB is higherthanboth ContinggencyA.Q. aswell asNormal A.Q. for eachclassof task
structuresThis is asit shouldbe,asthe OEB is a computationallyintensve performanceneasurevhich
strivesto obtainthe optimal scheduleat every point of theplan.

Irrespectie of reschedulingjn general,for the task structuresthat lead to statistically signi cantly
differentresults,contingeng analysisproducedagentscheduleghat yielded higher averagequality than
did the standardDesign-to-CriterisagentschedulerHowever, asillustratedby the large numberof task
structureghatleadto resultsthatwerenot statisticallysigni cantly different,very few of the candidatdask
structuresveresuitablefor contingeng analysisabout20%).

Letusnow stepbackfrom theaggrgateview andcomparecontingeng analysigo the standardesign-
to-Criteriaschedulefrom a detailedperspectie. Figure26 shavs a TAEMS taskmodelon which boththe
standardscheduleandthe contingeng analysistools wereused.The expectedandactualperformanceof
the scheduleproducedby contingeng analysisand normalschedulingtechniquesare describedn Table
27.Thedesigncriteriais againto maximizequality within a harddeadlineof 36 minutes.

Theagentscheduleselecteddy the contingeng tools, basedon the AEB, is which has
anELB of 472.94,an ApproximateExpectedUpperBound(AEUB)of 506.9,andan AEB of 494.21.The
CTERIn this schedules because  hasa 20% probability of failure. Becausehe top-level quality
accumulatiorfunctionis a sum() andbecauséhereareno taskinteractionsthefailure of is localized
entirelyat . Thisalsomeanghatafailure of , or for thatmatterthefailure of ary individual method
within aschedulewill notprecludeachiezing somequality atthetop-level task . Thecontingenischedule
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Fail | N.Hvalid | T.S. ‘ Contingeny Normal H Perf. OEB

Lo | In| count count\ A.Q. \ FR. \R.c. H A.Q. \ FR. \R.C H Impr.
\ H E \M \ 8 \ 2 H 0.73512\ 0/200\ 72 H 0.63041\ 0/200\ 0 H 14.24%\ 0.75227H
\ H M \ M \ 8 \ 2 H 0.70125\ 2/200 \ 64 H 0.63883\ 0/200 \ 0 H 8.89% \ 0.71222H
\ H La \ M \ 8 \ 2 H 0.79936\ 21/200\ 100 H 0.66246\ 38/200\ 48 H 17.12%\ 0.84531H
| ] 10 Jof o [ oo o [ o [of oo [ o |
\ H M \ M \ 8 \ 2 H 0.70125\ 3/200 \ 64 H 0.63883\ 0/200 \ 0 H 8.89% \ 0.71222H
| Im[A] 0 o o [ofof o o oo | o |
\COL#Hl\z\ 3 \4“ 5 \6\7“ 8 \9\10“ 11\12 H

Figure 25. Fail Lois thefailurelocation;Fail In is failureintensity;N.H. valid countis numberof taskstructureghatfail to produce
resultsfor the contingeng andstandardagentschedulecaseshatare statisticallysigni cantly different; T.S. countis numberof
taskstructuresvhoseperformancejualitieswill be comparedContingencyA.Q.is average normalizedquality of AEB selected
scheduleContingencyF.R.is thefailure rateis numberof timesAEB selectedscheduldails to achieve ary quality; Contingency
R.C.is the rescheduleountwhich is the numberof timesthe AEB selectedschedulerescheduleslueto failure of a methodto
achieve quality. Normal A.Q. is average hormalizedquality of ELB selectedscheduleNormalF.R. is the numberof timesELB
selectedscheduléfails to achiere ary quality; Normal R.C.is the numberof timesthe ELB selectedscheduleescheduleslueto
failure of amethodto achieve quality. Perf. Impr is the averageimprovementin performanceof contingeng analysisover normal
schedulingOEBis the average normalizedquality of AEB selectedschedule.

is , where istherecovery optionfor method
contingeng toolsarehence and

The agentscheduleselectedby the standardschedulerbasedon the ELB, is which
hasan ELB of 484.2.The scheduleis processedy the contingeng analysistools only to computethe

. Thetwo schedulesonsideredby the

M6 v8 M9

M1 M2 M3 M4

Q ((50% 129)
(40% 118) (10% 0))

D (100% 2.0)

C (100% 4.0)

Q ((80% 135)(20% 0))

D (100% 4.0)
C (100% 4.0)

Q ((70% 150)
(30% 163))

D (100% 7.0)

C (100% 4.0)

Q ((95% 135)

(5% 130))
D (100% 3.0)
C (100% 4.0)

Q ((90% 190)

Q ((80% 210) o 179)

(20% 180))
D (100% 5.0)
C (100% 4.0)

Q ((70% 230)

(30% 190))
D (100% 5.0)
C (100% 4.0)

D (100% 2.0)
C (100% 4.0)

SampleTaskStructure-3.

Figure 26. TaskStructureC
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contingenyg relatedmetricssothatthe schedulesnay be comparedThe AEUB of the schedulas 494.72
andits AEB is 474.89.During thecontingeng analysisof this schedulethe“move CTERforward” heuris-
tic moved forward to pull the critical region closerto the front of the scheduleto leave more time
for recovery. Thus,the scenarioxonsideredvhencomputingthe metricsare: and
. Regardlessof the resultsof this analysis the original scheduleproducedby
the schedulerandselectedn the basisof the ELB, namely , Is the schedulesubsequently
executedby theagent.
Thequalityachievedby thecontingeng selectedgchedulethathaving thehighestAEB
after 100 simulationrunsis 502.5which is higher than the 494.7 achieved by the bestELB schedule
. Because hasahigherprobabilityof failure,the scheduldailedovertwice
asoften asdid the scheduleselectedon the basisof its ELB. This risk-takingbehaior is againbecause
contingeng analysigevealedthe existenceof agoodquality recorery optionfor ,hamely , andthat
sufcient time existedto recover from a failure of . Thus,the bestscheduldrom a quality perspectie
is onethatincludesthe riskier but alsoconsiders in thefailure caseasa backup.In comparison,
the standardDTC agentscheduledoesnot considerthe existenceof recovery optionsandthusit madeits
choicebasedn expectedquality alone.lt is interestingto notethatthe ELB performanceastimatefor both
scheduless belov that which actually resultedfrom executionand recovery. This is relatedto the risk-
takingbehaior of thecontingeng analysigools—thestandardscheduledoesnot considetthe existenceof
recovery optionsnor their valueto the selectedscheduleThusthe factthatwhen fails, thereis actually
a probability of obtainingeven a higherquality resultby recoreringandemploying is completelylost
onthescheduleandnotre ectedin the ELB computationThis exampleillustratesthe differencebetween
the statistical but local or single-schedulgiew employed by the Design-to-Criterisscheduleandthe more
accuratecontetual view, generatedby performingcontingeng analysison the scheduleproducedoy the
scheduler

|| ScheduleAnalysis | ScheduleProduced| ELB | AEUB | AEB | Reschedount | ActualQuality |

| Contingeny | | 472.94| 506.9 | 494.21| 23 | 50235 |

H Normal \ \ 484.2 \ 494.72\ 474.89\ 12 \ 495.13 H

Figure 27. PerformancénformationFor TaskStructureC

We now evaluatethe performanceof the contingeng analysisalgorithmby comparingit to the perfor
manceof the optimal agentcontrol policy producedoy the MDP-basedneta-controkystem.The experi-
mentsin this sectionwere performedon the same8 taskstructuresvhoserating of schedulewith highest
ApproximateExpectedBound(AEB)were found to be statisticallysigni cantly higherthanthe schedule
with the highestExpected.ower Bound(ELB). The designcriteriais to maximizequality within a given
deadline.

Theresultsof our experimentsareshavn in Figure28. For eachof thetaskstructuresyve computedhe
averagequality achiezed by the schedulewith highestELB, schedulewith highestAEB andthe optimal
policy over 100simulations Reschedulingn theeventof failurewithin the deadlines permitted.For each
taskstructurethe qualitiesachievedin all threecasesverenormalizedby the actualELB estimaté® of the
highestratedELB scheduldor thattaskstructure.

18 This is the statisticalmeasurecomputedby DTC's rating mechanisnandit assumeso reschedulingThisis in contrastthe
actualqualitiesachieved by the schedulevith highestELB duringsimulationswhich allow for reschedulingn theeventof failure.
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The histogramon the left shaws the normalizedaveragequality of the schedulesvith the highestELB
for eachtaskstructure.In six of the eight casesthe estimatedELB (with no rescheduling)s equivalent
to the actualELB, sincetherewere no reschedulingsn thosesix cases.Thereis a slight improvement
in performancen the 2 caseswvhenthereis reschedulingHowever, this obseration cannotlead to the
generalizatiorthat reschedulingeadsto improved performanceThe performanceof the schedulewith
recovery from failure doesnot necessariljhave to be betterthanthat of the original schedulewith no no
failure. Also if thereis a costassociatedvith reschedulingthe option with failure recovery and higher
quality becomedessdesirablethanthe optionwith no failure andlower accruedquality. The histogramin
themiddleshavs thenormalizedaveragequality of the schedulesvith highestAEB for eachtaskstructure,
with reschedulingn the eventof failure.In all eightcasesthe quality is higherthanthe estimatecELB as
well asthe actualaverageELB value.The histogramon the right shavs the normalizedaveragequality of
theoptimalpolicy andin all eightcasest is betterthanthe DTC schedulefwith andwithoutrescheduling).

Foreachtaskstructurejt canbeobseredthePerformance(optimalontroller) Performance(contingency
enhancedcheduler) Performance(normachedulewith reschedulingnfailure) Performance(normal
schedulewith noreschedulingnfailure).
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Figure 28. Performancef DTC, contingeng enhancedTC and Optimal SelectedScheduleselative to estimatechighestELB
for thetaskstructure

Theabove experimentalesultsleadsto thefollowing performanceharacterizationf thevarioussched-
ulersfor a certainclassof taskstructures/problem&henthe agentis situatedin mission-criticalerviron-
mentsor applicationareaq33], i.e., they have critical taskexecutionregionsandare constrainedy hard
deadlinesandmid-streanscheduldailure couldleadto catastrophisystem-widdailure.

1. The performanceof the contingeng-enhared DTC agentschedulelis signi cantly greaterthanthe
standard>TC scheduler

2. The performancef the contingeng-enharced DTC agentschedulers in somecases®quialentto the
performancef the optimalpolicy.

3. Itisadvantageouso reschedulén theeventof failureaslong astheoverheadassociatetb rescheduling
is minimal.

Basedon the resultspresenteereand othersimilar results,it is possibleto characterizehe typesof
taskstructureghatareamenabldo contingeng analysisj.e., thosefor which analysisof recovery options
is bene cial from acost/bene tperspectie. The generakharacteristicenclude:

1. Methodsin agenttaskstructureshouldhave a possibility of failurein their distribution. Contingenyg
analysisis worth the associateddomputationabverheadonly if thereis a possibility of failure of the
currentscheduleo meetthe high-level goaldueto individual methodfailure.If the performancenf the
bestschedulds deterministiccontingeng analysids dispensable.
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2. Taskstructuresshouldcontainalternatepaths.The absencef of possiblerecovery pathsin the faceof
failurealsomakescontingeng analysisdispensable.

3. Taskstructureshouldcontainalternatepathswith someoverlappingstructure(preferablyin theinitial

stage)andwith signi cant performancealifferencesFor instance supposea task structurehasa path

A,B,C,D with high potentialquality but alsoa highrisk of failure,andanothempathto reachthesame
high-level goal, namely A,B,E,FG , haslow quality, low durationbut hasno possibility of failure.
Thepresencef analternatgpaththatachiezessomequality andtakesadvantageof the successfulvork
alreadydoneis akin to the conceptuahotion of a “quick anddirty” approacho problemsolving. The
existenceof thesetypesof methodsprovide the contingeng planningapproactwith arecovery option
thatis usableavenin tight resourcesituations.

4. A possibility of moving failure methodsforward (absencef associatedhardnon-localeffects)would
furtherthe potentialof contingeng analysisj.e., structuresn which thereis some e xibility in terms
of methodplacementvithin a schedulelf methodshave strongprecedencandsuccessioronstraints
by way of enablesion-localeffects,andthe failure pointsarein thelatter portion of the schedulethen
thereis little possibilityof nding goodrecorery optionsfor failurewithin theresourceconstraints.

5. Dependencef methodswith goodaverageperformanceon critical methodsenableshon-localeffect
from a critical methodto a non-criticalmethod).Extensve contingeng analysisis requiredonly if the
critical regions affect the restof the schedulesigni cantly. Otherwise,a cheaplocal x by replacing
the critical methodby a more stablemethodor just addinga redundantmethodwithin the criteria
requirementss a betterchoicethancontingeng analysis.

Thefollowing arethe characteristicef the designcriteriawhich augmentgontingeng planning.

1. Theagentgoalcriteriacouldspecifya harddeadline andemphasishouldbe givento eitherthe quality
or durationslider The hard deadlineand othersuchhard resourceconstraintssoids the possibility of
simply reschedulingtfailure pointsandinsteadrequiresoff-line contingeng analysis.

2. Thedeadlineshouldalsoprovide enoughtimefor contingeng analysisjf theschedulingostis factored
into the equation Regardlessthe deadlinemustprovide sufcient time for recovery optionsto be de-
ployed otherwisethe existenceof suchoptionsis meaninglesdn thesecasesthe contingeng analysis
tools mustresortto the samesingle-passxecutionview thatis usedin the main Design-to-Criteria
scheduler

7. Conclusionsand The Futur e Role of Uncertainty

TheTAMStaskmodelingframevorkis usedn mary agentapplicationandresearclefforts. Thesenclude:
the BIG information gatheringagent[30, 31], the intelligent home (IHome) [27], dynamicsupply chain
managemeni49], aircraft repairteamcoordination[48], distributed sensormanagemenf22], distributed
hospital patientscheduling[9], GPGPcoordination[28], agentdiagnosis[20], the SRTA (soft real-time
agentarchitecture]21, 45], andwork in multi-level negotiationin softwareagentg54], amongothers.The
Design-to-Criterisagentscheduleis the centralTEMS analysisexpertin thesesystems- generallyeither
functioningaloneto determinea courseof actionfor the agentor beingdriven by a higherlevel reasoner
that modulatesagentcontrol throughDTC. In this paperwe have presentedxtensionso the TEMS task
modelingframework to includeuncertaintyandexploredthe useof uncertaintyin TAEMS agentcontrol.

In generaldealingwith uncertaintyasa rst classobjectbothwithin the agentschedulingorocessand
via the secondarycontingeng analysisis bene cial. The additionof uncertaintyto the TEMS modeling
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framevork enableghemto more accuratelymodela wider rangeof agentproblemsolving processThe
uncertaintyenhancemeris leveragedubiquitouslyby Design-to-Criterisagentschedulingo reasonfrom
a probabilisticperspectie, aboutthe performancecharacteristicef the agents primitive actionsandtask
interactions.Including explicit modelsof uncertaintyimproves the schedulingprocessnot simply by in-
creasingmodelingpower, but alsoby increasinghe representationgdower of all the computationsn the
schedulingorocessAs discussedn Section4.3,the probabilisticmodelsoccasionallyadwerselyaffect the
schedulecalculationsput, evenwith thelossof theindependencassumptionimprovementof computation
accurag outweighgheassociatedomputatiorcosts Bettermodelsandarichercomputatiorthatleverages
themodelsleadsto betteragentcontrolin general.

As discussedn Sections4.1 and 4.2, integration of uncertaintyin the agentgoal or designcriteria
speci cationenablesagentsor agentclientsto describeherelative importanceof certainty anduncertainty
reduction,to a particular application.Integration of this metric into the utility calculationsthat govern
schedulemproblemsolving enablesthe schedulerto evaluatequality, cost, durationand quality-certainty
cost-certaintyandduration-certaintytrade-ofs of particularcourse®f actionfor theagentThisintegration
approactenablesagentdo specifyathebalancebetweeruncertaintyreductionandthe otherutility metrics,
i.e.,uncertaintyreductiondoesnotdominateheproblemsolvingprocesainlesssospeci ed. Theintegration
anduseof uncertaintyin the main Design-to-Criteriaschedulingprocessprovides a meansfor reasoning
about,andworking to reduce uncertaintywithin the con nesof addressingoft real-timeschedulingdead-
linesandotherreal performanceonstraintpresenin deployedagentsystemgi.e., onlineagentcontrolfor
dynamicervironments).

The secondarcontingeng analysisprocedurepresentedn Section5 stepoutsideof this contet to
performamoredetailedanalysisof schedulgerformancdasedn theexistenceof recovery options.Since
thealgorithmsexploretheagents schedulaecovery spaceusingthe Design-to-Criterisschedulerthey still
exhibit a satis cing, approximateresourceonserative nature.lt is interestingto notethateventhe coarse
analysisperformedin the ApproximateExpectedBound (AEB) and ApproximateExpectedUpperBound
(AEUB) computationds bene cial to the agentin certain circumstanceskuture efforts in contingenyg
analysiswill involve explicitly boundingandcontrollingthecompleity of the contingeng analysisprocess
to make it moresuitablefor onlineagentcontrol.

Intertwinedwith this researchobjective is the ability to classify particularproblemsolving instances.
From the experimentsperformedin Section6, it is clearthat certainclassesof task structuresare more
amenabldo contingeng analysisthanothers.Contrikuting factorsincludethe locationof thefailure point
and the numberand quality of recovery optionsavailable. Thesetask structuresexhibit mission-critical
propertiesi.e. they have critical task executionregions and are constraineddy hard deadlinesand mid-
streamschedulefailure could leadto catastrophicsystem-widefailure. Given the ability to classify task
structuresan input task structurecould be examinedto determinel) whetheror not contingeng analysis
shouldbe performedand 2) if the analysisshouldbe performed,how deepthe algorithmsshouldsearch
whenexploring recosery options.In somecasesgdeepexplorationmay not be fruitful andin others,it may
becritical to theagent.

Anotherareaof future explorationin contingeng analysislies in the determinatiorof critical regions,
critical task executionregions (CTERs), within agentschedulesOne aspectof this is determiningCTER
statushasedn the existenceandtypesof taskinteractionsAnotheraspecis in the determinatiorof CTER
statusby examiningthe cumulative or aggr@ation of low frequeng failuresin methods.The algorithms
discussectarlierfocuson alocal determinatiorof criticality, thatis, asbeinglocalizedin a givenmethod.
However, it is possiblethat low frequeng failuresspreadacrossmultiple methodsmay alsoresultin a
critical regionwithin agivenagentscheduleThissmalleffectsconditionmayalsobene t from theexistence
of recovery analysisand contingeng planning.Anotherrelatedareais that of dynamicallyre-esaluating
the CTER statusof methods.In this work, we consideredonly static critical task executionregionsi.e.
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the identi cation of critical task executionregionsis independenbf the progressie resultsof schedule
execution.However, asexecutionunfolds, methodsthat are not critical to begin with may becomemore
important.In generalchangingcontet is handledoy theagentreschedulinghowever, ervelopesor triggers
couldbe speci edandexaminedincrementallyduringexecution,akinto [1].

Relatedto theissueof ervelopesis cachingtherecovery optionsexploredandidenti ed during contin-
gengy analysis As therecovery optionsareexploredfrom a statisticalperspectie, whereprimitive actions
have rangesof characteristicsit is notimmediatelyclearthat storingthe recorery optionsand deplg/ing
themautomaticallyin the caseof failureis a goodsolution. This is somavhatrelatedto the issueof small
effectsdiscussecarlierin thatduringactualagentexecution,valuesareproducedandwhile a singlevalue
may not fall outsideof a corventionallygeneratedeschedulingrvelope(e.g.,rescheduléf resultsarenot
within 25%of thetrimmedmean) the cumulateeffectsof theresultsmayleadto differentrecorery options
beingmoredesirablen the eventof afailure.Becausghe DTC agentscheduleandcontingeng analysis
toolsreasomaboutnon-localeffectsfrom a probabilisticperspectie, theseaggreationeffectsmaybeeven
morepronouncedhanthe small effectsdealtwith in CTERdetermination(asthe CTERcomputatiornuses
thesameprobabilisticview usedin therestof theschedulecomputations).

In the currentimplementationthe costof an agentreschedulings consideredo be a small overhead
andthe costsassociateavith reschedulin@reeffectuallyignored.This hasproveneffective in practiceand
schedulgimestendto be lessthanone percentof total systemexecutiontime. However, we arecurrently
exploring theimplicationsof schedulingn environmentswvherethereschedulingostis non-trvial. In such
situations,nterestingtechniquesik e including slacktime in schedule®r viewing a scheduleaspartially-
orderedsetof methodgratherthanalinearly orderedsetof methods)maybeappropriate.

Anotherareaof futureuncertainty-relatedvork in Design-to-Criterisschedulingnvolvesleveragingthe
uncertainty-enhared TAEMSmodelsn multi-agentschedulingandcoordinationln multi-agentsystemshe
scheduleis typically coupledwith a multi-agentcoordinationmodulethatforms commitmentdo perform
work with otheragentsjocal concernsare thus modulatedby non-localproblemsolving. Uncertaintyin
this context could be usedto reasonaboutthe utility of the commitmentamadewith otheragentsandto
understanchow the uncertaintyaboutcommitmentsmadeby other agentsaffects local problemsolving
[53].

We alsoplanto look into moreef cient methoddor determiningthe optimalpolicy in the MDP frame-
work. Previous researchin the areahasshavn that the stochasticnatureof someMDPs hasimportant
consequencdsr complity andnotall MDPsareequallydif cult to solve. Classi cationof taskstructures
to help pre-determinghe compleity of the MDP would be usefulin decidingwhetherto usethe heuristic
scheduleror MDP-basedoptimal controller for speci ¢ problems.We also plan to evaluatepolicy per
formanceby applyingexisting approximatiortechniquegfast -approximatioralgorithmsandMarkovian
chains)whichtrade-of solutionaccurag for time.
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